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Abstract

Rust is a popular alternative to C and C++ due to its focus on memory safety and low-level control.
As more legacy code is being converted to Rust, there is a growing need for effective translation tools.
Current tools generate an unsafe Rust version of the original C/C++ code in order to bypass the borrow
checker. This unsafe version is then refined to create a safer, more idiomatic Rust program through
automated processes that statically analyze the code.

In contrast, we propose directly generating safe Rust by using smart pointers and interior mutability,
which shifts some compile-time checks to run-time. While this approach inevitably introduces overhead,
static analysis techniques can help remove unnecessary run-time checks, improving performance.

This thesis introduces optimizations to minimize run-time checks and enhance memory layout, mak-
ing the code faster and more efficient. We test these optimizations on benchmarks, comparing perfor-
mance with both the original code and the version created using an unsafe translation approach. Our
results show that our optimizations bring the performance of the safe Rust code closer to that of the

unsafe version, with some cases even matching it.
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Resumo

O Rust € uma alternativa popular ao C e ao C++ devido a sua énfase na seguranca da memoria e no
controlo de baixo nivel. A medida que mais cédigo herdado esta a ser convertido para Rust, ha uma
necessidade crescente de ferramentas de tradugao eficazes. As ferramentas atuais geram uma verséao
Rust insegura do cdédigo C/C++ original, a fim de contornar o verificador de empréstimos. Essa versao
insegura é entao refinada para criar um programa mais seguro e idiomatico por meio de processos
automatizados que analisam estaticamente o cédigo.

Em contraste, propomos a geragéo direta de Rust seguro usando ponteiros inteligentes e mutabili-
dade interior, 0 que transfere algumas verificagdes de tempo de compilagcado para tempo de execugao.
Embora esta abordagem introduza inevitavelmente sobrecargas, as técnicas de analise estatica podem
ajudar a remover verificagdes desnecessarias em tempo de execugao, melhorando o desempenho.

Esta tese introduz otimizagdes para minimizar as verificagdes em tempo de execucao e melhorar a
disposicdo da memoria, tornando o cédigo mais rapido e mais eficiente. Testamos estas otimizacoes
em benchmarks, comparando o desempenho com o coédigo original e com a versao criada utilizando um
método de tradugao inseguro. Os nossos resultados mostram que as nossas otimizagdées aproximam o

desempenho do cédigo Rust seguro ao da versao insegura, com alguns casos até a iguala-lo.

Palavras Chave

C, C++, Otimizacao, Propriedade, Rust, Seguranca, Traducao de Codigo-Fonte
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Rust [1] is a modern system programming language explicitly designed to replace languages such
as C and C++ by promising a combination of low-level control with memory and thread safety [2]. Rust
is designed with the goal of providing a clear performance model and, for this reason, not only does
it never offload the responsibility of memory management to a garbage collector, but it also provides
fine-grained control over the memory layout by allowing direct stack allocations and contiguous memory
representations for record types.

Besides Rust, there are various safe alternatives to C and C++, such as Java, C# or Go. In fact, with
Just-In-Time (JIT) compilation and the right Garbage Collection (GC) fine-tuning, these languages are
capable of reaching performance levels comparable to the ones of low-level languages [3, 4]. However,
the lack of control and performance predictability in these languages simply discards them as the optimal
option for many applications [5]. For example, domains such as embedded systems or low-latency
applications demand small memory footprints and strict performance guarantees that are extremely

difficult or, even, impossible to achieve with a language that relies on GC [6].



Rust, on the other hand, provides safety by utilizing an ownership-based memory management
mechanism that introduces no run-time overhead [7]. The Rust compiler analyzes the program in order
to prove the absence of memory safety bugs such as dangling pointers, double frees, use-after-frees,
and data races. These rules are enforced by the borrow checker,' a static program analyzer built into
the compiler that ensures that the program’s memory accesses are compliant with the ownership and
borrowing rules of the language.

Rust has seen a quick rise in popularity since its initial release in 2015 which is demonstrated by
the fact that it has been the most loved language for seven consecutive years in the Stack Overflow
Developer Survey.” Besides the numerous projects that have been written in Rust from the ground up,
such as garbage collectors [8], operating systems [9], and web browsers [10], Rust has seen adoption
into complex software projects with large C and C++ code bases such as Firefox,® the Linux kernel* and
Android.®

In fact, Google has reported that between 2019 and 2022, the percentage of memory safety vulner-
abilities on Android has decreased from 76% to 35%, a trend that they attribute to the adoption of Rust.®
Other large companies, such as Amazon,” Microsoft,® and Meta® have also successfully adopted Rust
into their own software stacks.

Over the last decades the reliance on software systems and, consequently, the cost of faulty soft-
ware, has been rapidly increasing. In 2022, the Consortium for Information & Software Quality (CISQ)
estimated that software bugs cost the United States economy $2.41 trillion annually, an increase of
16% from 2021."% Thus, it is no surprise that several industries have recognized the need for taking a
proactive approach towards software security.

Some of the efforts that have been made to improve the security of critical software systems include
the development of coding standards to enforce safe programming practices, such as the CERT C
Coding Standard'' or the Motor Industry Software Reliability Association (MISRA) guidelines.'? Other
examples include the integration of software analysis tools, such as the Clang Static Analyzer,'® or the
usage of instrumentation tools that detect memory errors at run time, such as the Address Sanitizer [11].

In spite of this, there is still a significant amount of critical software systems written in C and C++

that is exposed to memory safety vulnerabilities waiting to be exploited by malicious attackers. One

Thttps://rustc-dev-guide.rust-lang.org/borrow_check.html
2https://www.technologyreview.com/2023/02/14/1067869/rust-worlds-fastest-growing-programming-1language/
Shttps://medium.com/mozilla-tech/a-quantum-leap-for-the-web-a3b7174b3c12
“https://www.kernel.org/doc/html/next/rust/index.html
Shttps://security.googleblog.com/2021/04/rust-in-android-platform.html
bhttps://security.googleblog.com/2022/12/memory-safe-languages-in-android-13.html
"https://github.com/firecracker-microvm/firecracker
8https://cloudblogs.microsoft.com/opensource/2021/02/08/microsoft-joins-rust-foundation/
9https://engineering.fb.com/2021/04/29/developer-tools/rust/
Onttps://www.it-cisq.org/the-cost-of-poor-quality-software-in-the-us-a-2022-report/
"https://wiki.sei.cmu.edu/confluence/display/c

2https://www.misra.org.uk/

Bhttps://clang-analyzer.1llvm.org/
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such example is the infamous Heartbleed bug that affected the OpenSSL library and allowed attackers
to steal sensitive information from the affected servers [12].

Naturally, a question arises about the possible benefits of porting existing software from these unsafe
languages over to Rust, eliminating entire classes of potential errors. In fact, both Microsoft'* and
Google'® estimate that 70% of bugs they assign a Common Vulnerabilities and Exposures (CVE) tag to
are caused by memory exploits. As a more concrete example, one study done on cURL,'® a popular
data transfer utility written in C, conservatively estimates that using Rust would eliminate 53 of the 95
known cURL security vulnerabilities."”

This means that there’s potentially huge benefits to be gained from porting such critical software sys-
tems to memory-safe languages like Rust. Nevertheless, manually porting complex software projects
that, a lot of the times, have matured over decades into Rust is not practically feasible for most compa-
nies. In response to this, automated translation tools that lower the barrier to entry to the Rust language
have emerged from both industry and academia.

One such tool is c2rust,'® an industrial grade translator that performs a purely syntactic translation
of C code by targeting a subset of the Rust language that bypasses the compiler's checks, known as
unsafe Rust.’® This tool is able to translate large C code bases into Rust code that is guaranteed to
compile but that suffers from the same lack of safety guarantees as the original C program did.

More sophisticated approaches build on top of c2rust’s initial translation to then perform several
transformation passes that translate the unsafe semantics of the original program into Rust’s safe ones.
This approach is much more promising than a purely syntactic translation as it bootstraps developers
with an initial program that, at the very least, is partially guaranteed to be safe by the compiler.

However, the primary obstacle to performing such a translation is Rust’s strict type system because,
in order to produce verifiably safe Rust code from an unsafe program, the translator needs to infer the
relevant implicit semantics of the C code and create a well-typed Rust program that correctly expresses
those properties.

Another, more recent, approach is presented by cpp2rust [13], a source-to-source translation tool
that improves upon previous works not only by providing a way to translate modern C++ language
features, but also by offering multiple translation models. These models are tailored to the user’s needs
and assumptions about the input C++ code being translated and, overall, differ in: manual effort required
to compile the translated Rust code, memory efficiency, time efficiency, safety, interoperability with the
source language and on how idiomatic the produced code is.

In this work we focus on the reference counting model presented by this project. This particular

"https://msrc.microsoft.com/blog/2019/07/a-proactive-approach-to-more-secure-code/
Bhttps://security.googleblog.com/2021/09/an-update-on-memory-safety-in-chrome.html
®https://curl.se/

7http://blog.timhutt.co.uk/curl-vulnerabilities-rust/

8https://github. com/immunant/c2rust
https://doc.rust-lang.org/book/ch19-01-unsafe-rust.html
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model converts C++ code into safe Rust code without requiring any manual intervention from the pro-
grammer in order to get it to compile. To do so, it represents C++’s types using Rust’s reference counting
mechanisms and shareable mutable containers, two concepts that will be discussed in more detail in
Sections 2.1.4 and 2.1.5, respectively. In the following sections, we introduce the necessary background

information to understand the reference counting model and the contributions of this work.

1.1 Contributions

The reference counting model used by cpp2rust introduces performance overheads primarily due to
extensive heap allocation and pointer indirection. Therefore, the first goal of this work is to analyze the
distribution of these overheads across various benchmarks, ranging from microbenchmarks to real-world
applications.

Secondly, addressing the shortcomings of the reference counting model, we propose modifications to
the code generation process aimed at reducing these performance overheads and making the programs
more amenable to further optimizations. These modifications are implemented directly in cpp2rust’s
codebase.

Thirdly, considering common translation patterns that contribute to these overheads, we have de-
signed a series of source-to-source optimizations to recover some of the performance that was lost dur-
ing the initial translation phase. Since static analyses may not fully guarantee the safety of all memory
accesses, the transformations revert to the original reference counting model when necessary. By using
these optimizations, a developer can iteratively run the transformation passes and manually optimize
code sections where the tool cannot independently infer safety.

While our goal is to optimize the original Rust program, it is also important that the resulting code
is more idiomatic than the original. This consideration rules out some approaches, such as reifying the
concept of a stack frame and dynamically managing these frames via reference-counted smart pointers.
While this approach might improve overall performance, it would essentially create a minimal language
virtual machine, compromising the program’s readability and maintainability.

Finally, by using cpp2rust’s unsafe translation model as a baseline, we aim to measure the gap
between the performance achieved by our transformation passes and the optimal performance that

could be achieved with more extensive optimizations.



1.2 Outline

This document is structured as follows:

» 2. Background: This chapter provides an overview of the Rust programming language and static

program analysis techniques.

3. Translating C++ to Safe Rust: This chapter introduces the reference counting model used by

cpp2rust, the challenges it poses and the proposed modifications to the code generation process.

« 4. Optimizing Safe Rust Code: This chapter presents the source-to-source optimizations de-

signed to improve the performance of the translated Rust programs.

5. Evaluation: This chapter evaluates the performance of the optimized Rust programs and com-

pares them to the original translations and the translations performed by the unsafe model.

6. Related Work: This chapter discusses related work in the fields of language extensions, auto-
matic language lifting, pointer analysis, escape analysis, and source-to-source translation of C++
to Rust.






Background

Contents
2.1 The Rust Programming Language . . . . . ... ...ttt i i nnnnnnnns 9
2.2 StaticProgram Analysis . . . . . . . . i i i i it i e e e e e e e e 19

2.1 The Rust Programming Language

Rust is a programming language known for its high performance and memory and thread safety guar-
antees. It started as a personal project by a Mozilla Research employee in 2006 and soon gained
sponsorship from Mozilla for the development of the Servo' project, an experimental browser engine.
The project rapidly progressed to a self-hosting compiler using the Low Level Virtual Machine (LLVM)?
toolchain, achieving its first successful compilation in 2011.

The language underwent significant changes over the next few years, including major revisions to
its type system, such as the removal of classes and polymorphism in favor of the current trait system.

In 2013, Rust removed its garbage collector and adopted the ownership model instead. In 2015, Rust

Thttps://servo.org
2https://11lvm.org
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launched its first stable edition, Rust 2015, in response to community calls for language stabilization to
improve adoption. Since then, two more editions have been released, Rust 2018 and Rust 2021, each
introducing new features and improvements.

For many years Rust was closely linked to the Servo team, which had many key Rust contributors.
However, in August 2020, Mozilla’s restructuring led to the disbanding of this team. Fortunately, Rust’s
future was secured by the creation of the Rust Foundation, a non-profit organization supported by major
industry members like Amazon, Huawei, Google, Microsoft, and Mozilla itself.

2.1.1 Memory Safety and Performance

Memory safety is the ability of a programming language to prevent incorrect memory accesses that may
lead to memory corruption and, consequently, to vulnerabilities or undefined behavior.®> Some examples

of the most common memory errors include:
1. Double free: Deallocating a memory region twice.
2. Use-after-free: Accessing a memory region that has been previously deallocated.

3. Null pointer dereference: Trying to access a memory region through a pointer that is null.

4. Memory leak: Failing to deallocate memory that is no longer needed.
5. Buffer overflow: Writing to a memory buffer outside its bounds.

There are many routes that a programming language can take to ensure memory safety. One com-
mon approach is to use GC, an automatic memory management technique that, at run time, periodically
deallocates memory regions that are no longer reachable by any variable in the program. This is the
typical approach in the dynamic programming languages space, where performance is often traded for
safety and productivity. This technique directly addresses memory errors 1, 2, and 4.

However, regarding memory error 4, despite garbage collection ensuring that memory that is no
longer held by any variable in the program to be deallocated, it is still possible for a programmer to leave
unused memory blocks in the program if a reference to that memory region is still active. In general, this
kind of memory leak cannot be handled by any dynamic or static memory management approach.

Another technique is known as bounds checking. This technique ensures, at run time, that memory
accesses are kept within the bounds of the allocated memory block. This is often achieved by inserting
assertions before each memory access to an array of memory. With this technique, memory error 5 is
directly tackled.

Despite its inherent unsafety, C’s widespread use is largely due to its high performance, particularly

in system software. While languages like Java or Go offer enhanced security checks as alternatives

Shttps://en.cppreference.com/w/cpp/language/ub
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to C, they introduce significant run-time overheads. In critical systems prioritizing performance, these
additional costs can be prohibitive. GC is particularly problematic in this regard, as it introduces unpre-
dictable performance due to the frequent interruptions for cleanup tasks.

Rust takes a different approach. It empowers users with complete control over program time and
memory usage while still providing strong guarantees about memory safety. The absence of GC along
with the capability to allocate every value directly on the stack are results of this approach. Memory
is managed through a system of ownership rules checked at compile-time that ensure the absence of
errors 1, 2, 3 and 4.

However, Rust’s safety assurances aren’t solely confined to compile-time; bounds checks are still
conducted at run time. Although this introduces some overhead during program execution, its impact
can be significantly reduced, as the implementation of iterators allows for that overhead to be completely

bypassed.*

2.1.2 Ownership

Ownership is Rust’s central mechanism for managing memory. It consists of a set of rules checked by a
static analyzer built into the compiler called borrow checker.® This analyzer enforces proper ownership
management and, in practice, determines where memory deallocation instructions need to be inserted
into the program.

The key idea of ownership is to associate each value with a unique owner. When the owner goes
out of scope, the owned object must be deallocated. Rust further leverages this property by adding
support for user-defined destructors, enabling Resource Acquisition Is Initialization (RAIll) © patterns, as
popularized by the C++ language, through the Drop” trait.

Assignments between variables are handled differently depending on the data types involved in the
operation. For types that implement the Copy® trait, the value is simply copied from one variable to the
other. This is usually the case for types that are cheap to copy and typically live on the stack. For types
that do not implement this trait, however, the compiler falls back to transferring the value’s ownership
between the two variables, this is commonly known as a move operation. These are the semantics used
for types that require heap allocation, such as String,” and Vec<T>.'?

This behavior differs from C++ where the copy constructor is called by default and the move construc-

tor is only called when the std: :move'' function is used. Listings 2.1 and 2.2 illustrate the differences

4https://nnethercote.github.io/perf-book/bounds-checks.html
5https://rustc—dev—guide.rust—lang.org/borrow_check.html
6https://en.cppreference.com/w/cpp/language/raii
"https://doc.rust-lang.org/std/ops/trait.Drop.html
8https://doc.rust-lang.org/std/marker/trait.Copy.html
Shttps://doc.rust-lang.org/std/string/struct.String.html
Ohttps://doc.rust-lang.org/std/vec/struct.Vec.html
"https://en.cppreference.com/w/cpp/utility/move
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between Rust and C++ in handling copy and move semantics.

Listing 2.1: Copy and move semantics in Rust

"Hello".to_owned () ;
a; // Moves from ‘af to ‘b°

let a
let Db

println! ("{}", b);
println! ("{}", a); // Compile Error: borrow of moved wvalue: a

Listing 2.2: Copy and move semantics in C++

std::string a = "Hello";
const auto b a; // Copies ‘a‘ into ‘b

std::cout << b << std::endl;

std::cout << a << std::endl;

const auto ¢ = std::move(a); // Moves ‘a‘ into ‘c°‘
std::cout << ¢ << std::endl;

std::cout << a.back() << std::endl; // Undefined behavior

The declaration of the Rust variable a of type String, in line 1, allocates memory on the heap. Then,
the assignment in line 2 transfers the ownership of the value to b. This means that, after this point, a is
no longer valid and any attempt to access it will result in a compile-time error. Since b is the new owner
of the value, whenever it goes out of scope, the underlying string is deallocated.

In the C++ program, the assignment of a to b, in line 2, calls the copy constructor which creates a
new std: :string object with the same contents as a. To get the same behavior as Rust, it is necessary
to use the std: :move function, as demonstrated in line 7. Another important distinction is that, while
Rust’s line 5 causes a compiler error because a is no longer valid, in C++ the compiler is not required
to warn the programmer about the invalid access. Thus, calling std: :string: :back in line 10 results in
undefined behavior because the string is in an invalid state.

In its essence, performing a move operation consists of only copying the stack data associated with
the variable. For a String, this means only copying the string’s length, capacity, and pointer to the heap
data. This makes moving a value an extremely cheap operation. Likewise, in Rust, passing variables
to functions behaves under the same semantics as assignments. Listings 2.3 and 2.4 demonstrate how

move semantics work for function calls in Rust and C++.

Listing 2.3: Move semantics in Rust functions

fn len(x: String) -> usize {
x.len()
}

fn main() {

let s = "Hello".to_owned();
let 1 = len(s);
println! ("{}", s); // Error: ‘s‘ is no longer walid
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Listing 2.4: Move semantics in C++ functions

auto size(std::string &&s) -> std::size_t {
return s.size();

}
int main() {
std::string a = "Hello";
const auto s = size(std::move(a));

std::cout << a.back() << std::endl; // Undefined behavior
}

When a variable is moved into a function’s argument, just like in line 7 of both Rust and C++ listings,
its contents will be deallocated at the end of the function, since the value’s lifetime is now bounded by
the function’s scope. Thus, the original variable used at the call site will be invalidated, as shown in line

8 of both listings.

2.1.3 Borrowing and Lifetimes

Permanent changes of ownership provide strong aliasing guarantees but can be cumbersome to manage
in practice. To alleviate this problem Rust supports the concept of borrowing, denoted by the & operator,
read as reference. Just like C pointers, Rust’s references are used to access the value stored at the
address they point to without actually taking ownership of it. However, Rust is less liberal than C in their
usage: references must be guaranteed by the type system to be non-null and no pointer arithmetic is
ever allowed on them. These two restrictions are also present in C++'s references.

The concept of creating a reference through borrowing or, in other words, of temporal ownership,
creates an added dimension of complexity, known as lifetime. In its essence, a lifetime is a range of
program execution in which a variable is accessible. To ensure memory safety, Rust’s borrow checker

statically enforces a set of rules when dealing with references and their lifetimes:

1. No reference is allowed to outlive the value it is referencing.

2. A value can be referenced only by a singular active mutable reference at the same time, provided

there are no concurrent active immutable references.

Through rule 1 the Rust compiler guarantees that no dangling references are created throughout the
program’s execution, eliminating potential use-after-free errors. Because of rule 2, references need to
be parameterized by their mutability, in order to declare whether they are capable of mutating the value
they are referencing. Mutable references are denoted by &mut T and immutable references by &T.

Mutable references have a uniqueness property: only one active mutable reference to a value is
allowed at a time and the original owner itself is not allowed to mutate the object for the duration of that

borrow. Immutable references, on the other hand, can coexist with each other, as long as no mutable
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reference is alive at the same time. This rule directly addresses data race bugs by ensuring that the only
way that two different threads can concurrently access the same value is if they are only reading it.

The interaction between mutable and immutable references is highly non-trivial and is a major obsta-
cle for automated translation tools. Listings 2.5 and 2.6 illustrate how Rust’s ownership transferring and

borrowing semantics differ from C++’s.

Listing 2.5: Returning and borrowing in Rust

fn transfers(s : String) -> String { /* ... */}
fn borrows(s : &String) { /* ... */ }
fn main() {
let s = "Hello".to_owned();
let s2 = transfers(s);
println! ("{}", s); // Error: use of moved value: ‘s°

println! ("{}", s2);

let s3 = "Hello".to_owned();
borrows (&s3) ;
println! ("{}", s3);

}
Listing 2.6: Returning and borrowing in C++
auto transfers(std::string &&s) -> std::string { /> ... */ }
void borrows(std::string &s) { /* ... */ }
int main() {
std::string s = "Hello";
const auto s2 = transfers(std::move(s));

std::cout << s.back() << std::endl; // Undefined behavior
std::cout << s2 << std::endl;

std::string s3 = "Hello";
borrows (s3);
std::cout << s3 << std::endl;

In line 7 of the Rust program, the ownership of the value held by s is moved into the function, but
it is also returned to the caller through s2. In line 12, on the other hand, the ownership of the value is
left unchanged. Instead, an immutable reference pointing to that value is passed as an argument. This
means that when the reference goes out of scope the value it refers to will not be deallocated.

Dangling references are a common source of bugs and vulnerabilities in C++. Listings 2.7 and 2.8
demonstrate how Rust’s borrow checker prevents dangling references, a problem that is not addressed

by C++’s type system.
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Listing 2.7: Preventing dangling references in Rust

fn main() {
let mut a = "Hello".to_owned();
let b = &al4..5];
a.clear(); // Error: cannot borrow ‘a‘ as mutable because it s also
borrowed as tmmutable
println! ("{}", b);

Listing 2.8: Dangling reference in C++

int main() {
std::string a
const auto &b
a.clear();
std::cout << b << std::endl; // Undefined behavior

"Hello";
al[4];

In line 3 of the Rust program, an immutable reference to the last element of the string is created.
In the following line, the String::clear method is called on the string object. This method takes a
&mut self as argument and, since there is already an active immutable reference, created in line 3, the
program fails to compile. In C++, on the other hand, the program compiles without any errors but its
execution results in undefined behavior because of the invalid memory access performed in line 5.

The Rust compiler initially performs a traditional type checking pass and then statically verifies all
lifetimes [14]. A lifetime parameter is denoted using single quotes, such as ’a. The special lifetime ’
static denotes that a reference is valid for the entire duration of the program. Listing 2.9 demonstrates

how lifetimes work in Rust.

Listing 2.9: Lifetimes in Rust

fn main() {

let a = "Hello".to_owned(); /) ————————- +-- ’a
let mut c = &a; // /
println! ("{}", c¢); /7 /
{ // =+-= b |
let b = "World".to_owned(); // |/ /
c = &b; /7 /
} /S -+ /
println! ("{}", ¢); // | Compile Error: ‘b

does mnot live long enough

In this snippet, annotations ’a and ’b, in the comments, are used to denote the existing lifetime
variables in the program for the outer and inner scopes, respectively. Thus, variables a and c have
lifetime ’a, whereas variable b has lifetime *b. The program fails to compile because, in line 9, the
statement tries to use a reference to a value that has already been deallocated, since lifetime ’b is
shorter than lifetime ’a.

Lifetimes relate to each other through lifetime polymorphism, analogous to type polymorphism [1].
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This provides the expressive power needed to manipulate memory references without breaking safety.
Typically, lifetimes are inferred by the borrow checker, however, in some cases, the compiler may require
the programmer to explicitly annotate lifetimes when there are multiple ways to relate them. Listing 2.10

demonstrates an example of such a situation.

Listing 2.10: Lifetime annotation in Rust

fn max<’a>(il: &’a 132, i2: &’a i32) -> &’a 132 {
if i1 > i2 {
il
} else {
i2
}

In Listing 2.10 the function signature tells the compiler that, for some lifetime ’a, the function takes
two parameters, both of which are references to an 132 that lives at least as long as ’a. Additionally,
the signature also tells Rust that the returned reference will live at most as long as the lifetime ’a. In
other words, this function signature tells Rust that the lifetime of the returned reference is the same as
the smallest of the lifetimes of the two parameters.

In 2022 Rust added a Non-Lexical Lifetimes (NLL) '* analysis to the borrow checker in order to
decrease the number of programs that fail to compile, but that do not violate the ownership-based type
system. With NLL, a variable’s scope begins where it is declared and ends the last time it is used, the
same happens for references. This was a major step towards improving the ergonomics of the language

and reducing the number of manual annotations required from the programmer.

2.1.4 Smart Pointers

As discussed previously, Rust’s default kind of pointer is the reference. Although references are safe,
they impose strict limitations on programs. Besides unsafe Rust, which will not be discussed in much
detail in this work, to circumvent these limitations, Rust borrows an idea from modern C++, called smart
pointers.'?

Smart pointers are data structures that act like a pointer, but that have additional metadata and
functionalities. These data structures are useful for implementing patterns that would otherwise be
impossible for the Rust compiler to statically check through references alone. With these pointers,
memory safety is guaranteed by ensuring that the borrow checker’s rules are upheld during program
execution. However, moving from static to dynamic checks introduces some performance overheads,

which means that smart pointers should be used sparingly.

2https://blog.rust-lang.org/2022/08/05/n11-by-default.html
Bhttps://en.cppreference.com/book/intro/smart_pointers
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The simplest and most common smart pointer in Rust is Box<T>.'* Boxes have almost no perfor-
mance overhead other than storing their underlying data on the heap instead of the stack. A Box repre-
sents a uniquely owned heap-allocated value and, thus, when a box goes out of scope, the underlying
value is also deallocated. This type of smart pointer is the direct equivalent to C++’s std: :unique_ptr<
T>.1°

Sometimes a program’s ownership scheme cannot be fully known at compile-time. For example, in
a graph data structure, a node may have multiple parents, thus, if we do not know which parent will be
deallocated last, it is impossible to statically determine when the node should be freed. Rust provides
Rc<T>'® specifically for these cases. This smart pointer enables shared ownership by counting, during
the program’s execution, the number of current owners of a value and deallocating it when that number
reaches zero. Rc<T> is similar to C++'s std: : shared_ptr<T>'’ with the only difference that its reference
counting is not atomic, for that specific purpose Rust provides Arc<T>.'® Another major difference from
its C++ counterpart is that Rc<T> only supports immutable borrowing, a limitation that can be solved with
interior mutability patterns, as explained in Section 2.1.5.

Moreover, Rust also provides Weak<T>'® which is a non-owning pointer to a value that is possibly
owned by some Rc<T>. Since this smart pointer does not contribute to the strong reference counter, it is
not guaranteed that it always points to a memory location that is still being held by some Rc<T>. Thus,
when trying to access the value pointed by a Weak<T>, Rust requires the programmer to first call Weak
<T>: :upgrade, Which returns an Option<Rc<T>>. The value may either be a Some (Rc<T>), in case the
memory region is still alive or None, otherwise. In C++, the equivalent smart pointer is std: :weak_ptr<

T>.20

2.1.5 Interior Mutability

Rust’s borrowing rules prevent having multiple mutable borrows to the same value at the same time. To
work around this limitation, Rust provides wrapper types that allow for interior mutability. In other words,
these types allow for the mutation of the value they are wrapping, even when the wrapper cannot be
obtained in a mutable form.

Rust’s simplest type for this purpose is Ce11<T>.?" Additionally, Rust also provides the RefCel1<T>
wrapper, that, unlike Ce11<T>, is not restricted to types that implement the Copy trait. This type can be

seen as a single-threaded read-write lock since, through the RefCel1<T>: :borrow() and RefCell<T>::

https://doc.rust-lang.org/book/ch15-01-box.html
"Shttps://en.cppreference.com/w/cpp/memory/unique_ptr
®https://doc.rust-lang.org/book/ch15-04-rc.html
"https://en.cppreference.com/w/cpp/memory/shared_ptr
8https://doc.rust-lang.org/std/sync/struct.Arc.html
https://doc.rust-lang.org/std/rc/struct.Weak.html
2nttps://en.cppreference.com/w/cpp/memory/weak _ptr
2Thttps://doc.rust-lang.org/std/cell/struct.Cell.html
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borrow_mut () methods, it keeps track of the number of active borrows and prevents mutable borrows
from coexisting with other immutable or mutable ones, halting the program if such a situation arises.

As previously discussed, the Rc<T> smart pointer doesn’t allow mutable dereferences to what it is
enclosing because that would result in shared mutability. To overcome this obstacle, a typical pattern is
to compose it with RefCell<T> as Rc<RefCell<T>>. The outer Rc<T> provides shared ownership and,
through RefCel1<T>, each owner gets to mutate the contents in a way that is dynamically checked to be
compliant with the borrow checker’s rules. Listing 2.11 demonstrates how this pattern can be used to

create a mutable linked list.

Listing 2.11: Shared mutability in Rust

enum List {

Nil,

Cons (Rc<RefCell<i32>>, Rc<List>),
}

fn main() {
let val = Rc::new(RefCell::new(1));
let a = Rc::new(List::Cons(Rc::clone(&val), Rc::new(List::Nil)));
let b List::Cons(Rc::new(RefCell::new(2)), Rc::clone(&a));
let ¢ List::Cons(Rc::new(RefCell::new(3)), Rc::clone(&a));
*val.borrow_mut () += 10;
println! ("{:?7}", c);

In line 7, we create an instance of Rc<RefCell<i32>> and store it in val such that it can be directly
accessed later. Then, using the List: :Cons variant, we create a list that holds this value. In this case,
we need to clone val such that both a and val share ownership over the inner RefCel1<i32>. Moreover,
this list is wrapped in a Rc<T> such that, when b and c are created, they can both refer to a. In line 11,
when calling RefCell<T>: :borrow_mut On val, the Re<T> is automatically dereferenced through deref
coercion.?? This method returns a RefMut<T> that, when dereferenced with the * operator, can be used
to change the inner value.

Thus, by using both Rc<T> and RefCel1<T>, we created an interior mutable linked list. The ownership
and borrowing run-time checks guarantee that the program will not continue executing if any memory

errors or potential data races happen.

2.1.6 Summary

Through static program analysis, the Rust compiler guarantees that programs are free of certain classes
of memory errors. However, due to the conservative nature inherently present in statically analyzing
programs, Rust’'s compile-time type system cannot be expressive enough to encode all the possible

ownership and borrowing schemes a program might have. To address this issue, Rust proposes two

2nttps://doc.rust-lang.org/std/ops/trait.Deref .html
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approaches.

The first way to tackle the lack of expressiveness in Rust is through the use of containers, such
as smart pointers like Box<T> and Rc<T>, and cell types, such as Cell<T> and RefCell<T>. These
wrapper types provide more flexible control over ownership, borrowing, and mutability at the cost of

shifting compile-time checks to the execution of the program.

Secondly, there is unsafe Rust, a dialect that provides a controlled escape hatch for developers to
circumvent the language’s strict safety guarantees when absolutely necessary. This increased flexibil-
ity comes at the cost of a heightened responsibility for the programmer, since the burden of ensuring

memory safety needs to be manually guaranteed, just like in C or C++.

To conclude, by providing these two options for writing programs that cannot be expressed in the
static type system, Rust gives the developer the choice between resorting to safe wrappers that perform
run-time checks or using the unsafe dialect that needs to be manually checked for memory errors, but
that does not incur in any performance overheads. In this work, contrary to other related works, we focus

on leveraging Rust’s safe wrapper types as an initial bridge for translating C++ to Rust.

2.2 Static Program Analysis

Static program analysis aims to automatically answer questions about the possible behaviors of pro-
grams without actually executing them. This technique is useful for a wide range of applications, such
as program optimization and automatic error detection [15]. In the context of this work, static analysis is
particularly useful because it provides a way to extract properties from a Rust program that then can be

leveraged to optimize it.

This type of analysis maintains an abstract model of the program’s state that is based on the set of
possible values that each variable can be assigned to, depending on the variable’s domain, as defined by
its type. In contrast, dynamic analysis is performed by executing the program and observing the actual
values that each variable is assigned in the current execution path. This means that, while dynamic
analysis can identify errors, it generally cannot prove their absence and the results obtained from one

execution do not generalize to all possible executions.

Statically reasoning about the behavior of programs can be computationally expensive since the
program’s state space grows exponentially with the number of possible execution paths that it may take.
Moreover, Rice’s theorem states that proving any nontrivial property about the behavior of programs is
an undecidable problem [16]. This means that, in general, automatically analyzing software must involve
some form of approximation. In fact, one of the key challenges when developing an analysis is to find

the right balance between precision and efficiency in order to make the analysis useful in practice.
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2.2.1 Abstract Interpretation

In order to analyze code, static analyses need to represent the relevant structure of programs. There
are several approaches to do so, but two of the most commonly used ones are the Abstract Syntax
Tree (AST), and the Control Flow Graph (CFG). An AST represents a program in a tree-like data
structure that highlights the syntactical relationships between the program’s elements, represented as
nodes, through edges that connect them. A CFG, on the other hand, highlights the control flow of a
program. In this representation, the program’s structure is modeled as a directed graph where each
node represents a continuous sequence of statements, typically denoted as basic block, and each edge
denotes flow of control between pairs of blocks.

Another crucial representation in static analysis is the Call Graph (CG). A CG is a directed graph
that captures the calling relationships between functions in a program. Each node in a CG represents a
function, and an edge from one node f to another node g denotes that function f calls function g. Call
graphs are particularly valuable for performing interprocedural analysis, since they enable the analysis to
track data flow and control flow across function boundaries. In particular, this abstraction is instrumental
in various tasks, such as identifying unreachable code, detecting recursive calls, performing call chain
analysis, and optimizing function inlining.

Typically, designing an analysis also involves selecting an appropriate abstract domain. An abstract
domain consists in the set of values used to represent the possible relevant states of a program variable
at a given point in the program’s abstract execution. The choice of abstract domain depends on the
intended analysis, its application, and on the program that is being analyzed. Moreover, in order to
relate abstract states from different program points, analyses may use constraint systems, such as term
unification constraints, conditional subset constraints, and monotone constraints over lattices. In this
work we focus on the latter.

The connection between static program analysis and the mathematical theory of lattices was es-
tablished in the works of Kildall, Kam and Ullman [17,18]. A lattice is defined as a partially ordered set
(S,C) in which S is the set and C is a binary relation, where = C y denotes that z is at least as precise as
y. In a lattice, every pair of elements has a unique least upper bound, called join, and a unique greatest
lower bound, called meet, which is to say, z Uy and x My are defined for all =,y € S, respectively. The
least upper bound is the operation that is typically used by analyses when combining information from
multiple sources, for instance, when merging the program’s abstract state from two if branches.

Since static analyses need to handle complete loss of information, a special element, represented
by T, called top, is used to denote the topmost and least precise element in the lattice. Equivalently,
the analysis may also come across expressions whose values are unreachable, denoted by L, called
bottomn, in the bottom of the lattice.

One instance of a simple abstract domain that serves as a good example is the one used for interval
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Figure 2.1: Lattice for interval analysis

analysis. In this domain, each abstract value is an interval, denoted by [I,r]. The static analysis must
infer these intervals for each variable such that, if the abstract value for variable v is [I, 7], then it must be
true that I < v < r. In this analysis’ framework, | represents an empty interval, whereas T represents
the infinite interval [—oo, oo]. The corresponding lattice is displayed in Figure 2.1.

In this lattice, the most precise intervals are on the bottom. Notice that, by walking up the lattice,
how the combination of two abstract values always results in a more general one that inherently loses
precision. Listing 2.12 demonstrates how these losses of precision may happen during abstract inter-

pretation.

Listing 2.12: Range analysis in Rust

fn func(x : i32) {
let v1 = if x >
let v2 = if x >
assert! (vl > v2)

0 {3
0 {2

} else { 1 %};
} else { 0 };

In Listing 2.12, when x > 0, v1 = 3 and v2 = 2 and, conversely, when x <= 0, vl = 1 and v2 =

0, making the assert! statement always correct, regardless of the value of x. However, unlike this

informal analysis we just did, a static analysis using the chosen abstract domain of Figure 2.1 must find

all possible values for each variable, represented as an interval, to then use those abstract states, on
line 4, to decide whether the assert! statement can be proven correct or not.

Assuming a path-insensitive analysis, since we have that the value of v1i may either be 3 or 1, the

analysis merges these two possible values into a single interval [1, 3], using a join operation between

intervals [3, 3] and [1, 1]. Similarly, on line 3, the value of v2 may either be 2 or 0 and, thus, the analysis
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infers the interval [0, 2]. Then, the inferred intervals are used to validate the assert! statement which,
in this case, is not guaranteed to be true since intervals [1, 3] and [0, 2] overlap at [1,2]. To overcome
this loss of precision, the analysis would have to perform a more precise abstract interpretation of the

program.

2.2.2 Precision

There are many approaches static analyses may take to become more precise. One such approach is
regarding flow-sensitivity. A flow-insensitive analysis computes a single abstract state for each function,
disregarding the order of statements. On the other hand, a flow-sensitive analysis takes into account
the control flow and ordering of statements of the program, by storing abstract states at several program
points and generating a different state for each branch in the execution. Flow-sensitivity increases
precision but also comes at the cost of being more computationally expensive to perform. The Rust
program in Listing 2.13 is used to demonstrate how flow sensitivity can affect the results of a static

analysis.

Listing 2.13: Flow sensitivity in Rust

fn func () {
let mut x = -1;
x = 1;
assert!(x > 0);

In the above code snippet, the assert! statement never fails at run time because the value of x is
always 1. In spite of this, when statically analyzing the program, depending on whether the analysis is
flow-sensitive or not, it may not be able to prove that the assert! is guaranteed to be valid.

Considering the same abstract domain of Figure 2.1, if the analysis is flow-insensitive, then com-
puting a single abstract state for the entire function will merge all possible values of x into the interval
[—1, 1], thus making the analysis incapable of guaranteeing that the assert! will be true. However, if
we consider a flow-sensitive analysis, a different state for each program point will be inferred, therefore,
when the analysis reaches the assert! statement, it will accurately assume that the value of x is 1 since,
at that program point, the corresponding interval is, in fact, [1, 1].

There are other dimensions of sensitivity that a static analysis may adopt. For example, a path-
sensitive analysis forks the program’s abstract execution at conditional branches, thus, avoiding conser-
vative merging of facts collected along distinct program paths. Another common example is context-
sensitivity. This type of sensitivity refers to the ability of an analysis to distinguish between different calls
to the same function [19]. In the opposite approach, a context-insensitive analysis analyzes the body of
each function at a time, isolated from the rest of the program.

As a last example, field-sensitivity [20] determines how record types are handled by the analysis. A
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field-insensitive analysis represents all the fields in the same record as a single abstract value whereas
a field-sensitive analysis maintains an independent abstract value for each field. In general, increasing
precision yields more accurate results but comes at the cost of higher memory usage and longer analysis

times.

2.2.3 Soundness and Completeness

Static analyses are typically evaluated based on two main criteria: soundness and completeness. These
two dual properties are essential to determine the quality of an analysis and to understand the trade-offs
that were made during its development. Soundness is the property that ensures that the analysis never
produces incorrect results regarding the program’s behavior. Completeness, on the other hand, is the
property that ensures that the analysis is capable of proving all the relevant properties about all possible
programs.

In practice, due to undecidability, achieving both soundness and completeness simultaneously is
impossible. For example, a verification tool should never miss any errors of the kind it has been designed
to detect, but it may report false positives, sacrificing some soundness for the sake of completeness.
Program analyses that are used for optimization, on the other hand, require full soundness: if given
false information, the optimizer may change the semantics of the program. In this case, by prioritizing
soundness, these analyses may compute conservative approximations of the program’s behavior that
inhibit its optimization. This is the case for the analyses used in this work, which are designed to optimize
the translated Rust code.

Finally, when designing a static analysis it is important to choose the right set of trade-offs according
to the analysis’ application. For instance, a verification tool that reports too many false positives will
hardly be adopted in the real world. In fact, according to Microsoft, a high number of false positives
is one of the major barriers to the adoption of static analysis tools [21]. Similarly, there is a trade-off
between precision and scalability. An analysis should be able to scale to large and complex programs
while still providing useful results in a reasonable amount of time. Being too slow or too imprecise

renders the analysis impractical for real-world applications.
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Translating C++ to Safe Rust

Contents
3.1 OVervieW . . . . i i i it s e e e e e e e e e e e e e e 25
3.2 The Reference CountingModel . . ... ... ....... . 27
3.3 Improving the Reference CountingModel . ... ..................... 33
3.4 CurrentLimitations . .. ... ... ... .. e e 37

3.1 Overview

C++ and Rust exhibit different semantics in several key language features, as previously shown in Sec-

tion 2.1. One example is the way move operations are handled; in Rust moving a value invalidates

accesses to the previous owner, whereas, in C++, the object is left in a valid but unspecified state and

the compiler implementation is not required to report any warning or error if the developer misuses the

previously moved object.

Another major difference lies in the restrictions associated with Rust’s safe references, when com-

pared to C++ pointers. Rust’s references are always non-null, no arithmetic is allowed on them, and all

references must obey the borrow checker’s rules. C++ pointers, on the other hand, do not need to obey
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any of these rules for the program to compile. In fact, it is perfectly reasonable to assume that a C++

program can defy all of these rules while still being completely memory safe.

These semantic differences are the major pain point for tools aiming to perform an automated trans-
lation of C++ to Rust. Therefore, when considering a translation approach between these two languages
it must be taken into account the trade-offs that are being made. In general, tools that translate C++ to
Rust may differ in: safety, interoperability, human intervention needed, and run-time performance of the

generated code.

Safety refers to the translation scheme’s ability to produce safe Rust code, as opposed to generating
the unsafe Rust dialect. Interoperability refers to how closely the produced program resembles the
original C++ code with respect to its syntax and semantics. Regarding human intervention, we are
interested in the amount of effort that is required from the developer to get the translated program to
compile. The produced code may lack lifetime annotations, contain borrowing errors, etc. A completely
automated translation should not require the programmer to intervene at all. Finally, regarding run-time
performance, we are also interested in measuring how much run-time overhead the translation process

introduces into the program.

Cpp2rust [13] explores this design space with its different translation models. Both its safe and
naive models perform an optimistic translation that guarantees safety and minimal run-time overhead.
However, these models come at the cost of not guaranteeing the successful compilation of the generated
Rust program, preventing them from being used in a completely automated pipeline. These are briefly

discussed in more detail in Section 6.5.

For the purpose of this work, we are interested in comparing and optimizing fully automated trans-
lation approaches. Aiming for this kind of translation requires sacrificing either in safety or in run-time
performance. For instance, c2rust' and cpp2rust’s unsafe model approach this problem by targeting
the unsafe Rust dialect. This way, the possibly unsafe semantics of C++ can be directly encoded in the
target language. Using this model, the generated Rust program is highly interoperable and exhibits a

similar performance footprint as its C++ counterpart.

However, taking this route loses the safety guarantees that make Rust appealing in the first place.
In this work we explore the opposite trade-off: sacrificing performance for the sake of safety. This can
be done using cpp2rust’s reference counting translation model. This model performs a fully automated
translation by heavily relying on Rust’s smart pointers and interior mutability to shift compile-time checks
to run-time. The following sections will introduce cpp2rust’s original reference-counting model as well as
a few improvements that can be made to its code generation process in order to mitigate the introduced

overhead, but that do not cause any loss in expressiveness.

Thttps://github.com/immunant/c2rust
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3.2 The Reference Counting Model

The reference counting model provides a way to automatically translate C++ into safe Rust without the
need for any additional manual effort. This model is built using reference counting types Rc<T> and
Weak<T>, that check ownership, and using interior mutability, through the use of RefCell<T>, which
dynamically checks the borrow checker’s rules.

This section describes how these Rust types can be leveraged to implement temporal and spatial
safety and how that enables the translation of a vast array of C++ programs into safe Rust. We also
demonstrate how this translation model can be seen as a memory sanitizer, since it causes a program

interruption if certain classes of undefined behavior are encountered during the program’s execution.

3.2.1 Translating Shared Ownership and Mutability

Since C++ does not enforce Rust’'s ownership and borrowing rules, the only way to guarantee that a
substantial amount of programs can be successfully translated into safe Rust is by shifting compile-time
checks to run-time. For this reason, using this model, every C++ value of type T is either wrapped as Rc
<RefCell<T>> Or as Weak<Rc<RefCell<T>>>, allowing to express any possible ownership and mutability
schemes that may be present in the original program, as previously demonstrated in Section 2.1 with the
linked list example. Table 3.1 shows in detail how the reference counting model handles the translation

of the different C++ types.

C++ Variable Declaration | Rust Variable Declaration

T v | let v: Rc<RefCell<T>>

const T v | let v: Rc<RefCell<T>>

T*x p | let p: Rc<RefCell<Ptr<T>>>

const T* p | let p: Rc<RefCell<Ptr<T>>>

T& r | let r: Weak<RefCell<T>>

const T& r | let r: Weak<RefCell<T>>

Table 3.1: Translation of C++ types into Rust using the reference counting model

The first thing to notice is that the mutability information is lost during the translation, since the model
never generates a mutable local variable declaration with et mut. This is because mutability is being
hidden behind the RefCell<T> type. Secondly, notice how C++ reference types are modelled using
Weak<T> instead of Rc<T>. Despite it being possible to represent C++ references as a strong counting
pointer, this approach could introduce drastically different semantics into the program.

Modelling all references as Rc<T> might seem promising regarding memory safety since all dangling

references present in the original C++ program would be made safe. However, doing so could move
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destructor calls to different points in the program’s execution and lead to safety vulnerabilities, memory
leaks through reference cycles, or, in general, incorrect program behavior, specially if the original C++
program contains user-defined destructors that produce side effects in the program’s global state.

In Rust, in order to access the inner value from a weak reference, the developer must first call weak
<T>::upgrade to upgrade it into a strong reference. This method returns an Option<Rc<T>> that may
either be Some (Rc<T>) or None, depending on whether there is some other strong reference to that
value still alive. By further chaining the expect method, if the returned value is None, the Rust program
will immediately panic. In other words, using this translation methodology, we guarantee that any C++
program that tries to access a dangling reference will panic when executing in its Rust version.

Once a strong reference is obtained from the weak one, it is possible to dereference the inner value
directly in order to read or modify its contents through the RefCel1<T>. Listings 3.1 and 3.2 demonstrate

how a simple C++ program that uses references is translated.

Listing 3.1: Simple C++ program using references

int main() {
int v = 1;
int &r = v;
return r + 1;

}

Listing 3.2: Simple C++ program using references translated to Rust

pub fn main() -> Rc<RefCell<i32>> {
let v: Rc<RefCell<i32>> = Rc::new(RefCell::new(1_i32));
let r: Weak<RefCell<i32>> = Rc::downgrade (&v);
return Rc::new(RefCell::new((*r.upgrade().expect("ub").borrow()) + 1
_i32));

Pointers, on the other hand, require some more machinery. Firstly, in C++, a pointer is a first-class
value which means that, contrary to references, pointers can be reassigned and can even point to
other pointers. This characteristic alone requires another level of indirection, hence, when using this
translation model, a C++ pointer is also wrapped in a layer of Rc<RefCell<T>> as Rc<RefCell<Ptr<T
>>>. With this detail out of the way, it is easy to see that pointers behave similarly to references with the
only added exception that they are nullable. Listing 3.3, shows a tentative implementation of the Ptr<T>

type. This representation has its shortcomings, as will become apparent in the Section 3.2.2.

Listing 3.3: Implementation of a simple pointer in Rust
type Ptr<T> = Option<Weak<RefCell<T>>>

Accessing the inner value of a pointer is similar to accessing the inner value of a translated C++
reference. However, an additional check must be performed to ensure the pointer is not null. If the

pointer is null or, in other words, the outer Option<T> is None, the program will abort the execution. Only
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after successfully passing this additional nullability check can the program proceed to upgrade the weak
reference into a strong one, which is done identically to how it is done for references. Listings 3.4 and 3.5

demonstrate how a simple C++ program that uses pointers is translated.

Listing 3.4: Simple C++ program using pointers

int main() {

int v = 1;
int *r = &v;
return *r + 1;

3

Listing 3.5: Simple C++ program using pointers translated to Rust

pub fn main() -> Rc<RefCell<i32>> {
let v: Rc<RefCell<i32>> = Rc::new(RefCell::new(1_i32));
let r: Rc<RefCell<Ptr<i32>>> = Rc::new(RefCell::new(v.as_pointer()))

)

return Rc::new(RefCell::new(

(*(*xr.borrow()).as_reference () .upgrade () .expect ("ub") .borrow())
+ 1.i32,

)5

The main aspects of the reference counting model have been described. However, this approach still
faces limitations as it lacks support for C++’s new and delete operators. These operations need to be
modelled in a way that maintains the original program’s semantics. Listings 3.6 and 3.7 demonstrate a
simple C++ program that uses the new and delete operators and its corresponding translation into Rust,

using the alloc and dealloc functions, respectively.

Listing 3.6: C++ program with new and delete operators

int *p = new int(5);
delete p;

Listing 3.7: Translation of the new and delete operators into Rust using the reference counting model

let ptr: Rc<RefCell<Ptr<i32>>> = Rc::new(RefCell::new(alloc(5)));
dealloc (&(*ptr.borrow ()));

These two functions are implemented in a way that preserves the original semantics of the C++
program while also ensuring that the translated Rust version is memory safe, through the use of smart

pointers. Listings 3.8 and 3.9 show how these two C++ operations are implemented.

Listing 3.8: Implementation of the new operator in Rust using the reference counting model

pub fn alloc<T>(t: T) -> Ptr<T> {
let owner = Rc::new(RefCell::new(t));
let ptr = Some(Rc::downgrade (&owner));
let = Rc::into_raw(owner) ;

ptr
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In Listing 3.8, by calling Rc<T>::into_raw, in line 4, the original Rc<T> is consumed, and a raw
pointer is returned. In practice, making this call leaks the allocated memory because the reference
counter remains unchanged while the corresponding Rc<T> goes out of scope. Since Rust semantics do
not consider memory leaks as unsafe behavior, the entire function can be implemented without resorting

to any unsafe Rust code.

Listing 3.9: Implementation of the delete operator in Rust using the reference counting model

pub fn dealloc<T>(ptr: &Ptr<T>) {
let weak = ptr.as_ref().expect("ub");
assert_eq! (Weak::strong_count (weak), 1, "ub");
unsafe {
let strong = weak.upgrade () .expect("ub");
let _ = Rc::from_raw(Rc::as_ptr(&strong));
}

assert_eq! (Weak::strong_count (weak), 0);

In Listing 3.9, on the other hand, the dealloc function needs to be implemented using unsafe Rust.
It begins by unwrapping the inner weak reference within the pointer by checking for nullability. Then, in
line 3, by calling Wweak<T>: : strong_count, the program asserts that the value to which the pointer points
to still has a single owner. Having more than one owner is an unreachable state but having zero owners
would signify that a double free error has occurred. After performing this check, the program executes an
unsafe block where another strong reference counted variable is created, through a Weak<T>: :upgrade
call, which immediately increments the reference counter variable to two.

In line 6, the program obtains a raw pointer to the memory location, by calling Re<T>: :as_ptr, which
does not affect the reference counter. Then, by calling Re<T>: : from_raw, the original Rc<T> that was
leaked in the corresponding alloc function call is now reconstructed back. By the end of the function,
the reference counter reaches zero and the memory is successfully deallocated by the Rc<T> destructor.

Lastly, this model also covers some of C++’s Standard Template Library (STL) types and methods
by pattern matching each of these into their respective implementation in Rust. Table 3.2 highlights how

some of the most common C++ STL types are translated into Rust using the reference counting model.

C++ Standard Library types | Rust translation

std::unique_ptr<T> | Box<T>

std: :vector<T> | Vec<T>

std: :map<K, V> | Vec<(K, Y)>

std::pair<T1, T2> | (T1, T2)

std::string | Vec<char>

Table 3.2: Translation of C++ STL types into Rust using the reference counting model
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3.2.2 Implementing Bounds Checking

The techniques for translating C++ to Rust used by the reference counting model presented so far
ensure memory safety only for single pointers. This is the simplest kind of pointer since it is used to
hold the memory address of a single value. However, pointers can also be used to reference continuous
sequences of values in memory. This is a feature that is widely exploited in C++, and, thus, lacking
support for it would imply that a large subset of programs could not be translated.

In order to enable the safe translation of this kind of pointers into Rust, the Ptr<T> type needs to be
extended with additional metadata. This is because safety can only be achieved by performing bounds
checking at run time to make sure no pointer is used to read or write memory outside the allocation’s
bounds. Fortunately, this can be implemented by piggybacking on Rust’s own bounds checking mecha-
nism by using its built-in array types.

Rust supports two kinds of array types: [T; N] and [T]. The former is an array of elements of type
T and of size N and whose size is fully known at compile-time. The latter, on the other hand, is also
a fixed-size array of elements of type T but whose size is only known during the program’s execution.
Accessing the elements of both of these array types is guaranteed by the compiler to either be statically
proven to be safe or, if necessary, dynamically checked to be within the bounds of the allocation.

Using statically sized arrays for the implementation of Ptr<T> requires leaking the size type variable
in the pointer’s type signature, as Ptr<N, T>. This limits the polymorphic capabilities of the pointer type,
since, just like what happens in C++, we want the pointer type to be parametrized only on the pointee
type. Therefore, only dynamically sized arrays are used for the implementation of Ptr<T>. Listing 3.10

shows the implementation of the PtrKind<T> enum which will be used to define the new Ptr<T> struct.

Listing 3.10: Implementation of the bounds checked pointer kind in Rust

#[derive (Default, Debug)]
pub enum PtrKind<T> {
#[default]
Null,
Single (Weak<Refcell<T>>),
Array (Weak<RefCell <Box<[Rc<RefCell<T>>]>>>),
LeakedSingle (Weak<RefCell<T>>),
LeakedArray (Weak<RefCell <Box<[Rc<RefCell<T>>]>>>),

The PtrKind<T> enum aggregates the different kinds of pointers that a C++ program may use. The
variants PointerKind<T>: :Single and PointerKind<T>: :LeakedSingle represent pointers that point
to single values that, in the original C++ program, were allocated on the stack or on the heap through
the use of new, respectively. Contrary to these two variants, the variants PointerKind<T>: : Array and
PointerKind<T>: :LeakedArray have a different internal representation. These two variants are used
to represent pointers that point to an array of elements that was allocated on the stack or on the heap

through the use of new [, respectively.

31



S WO -

W -

o O,

10
11
12
13

In order to represent the null pointer, an additional PointerKind<T>: :Null variant is also defined.
This variant is made the default and eliminates the need for the additional Option<T> wrapper that was
used in the tentative implementation of Ptr<T>, in the previous section. Listing 3.11 shows the new

implementation of the Ptr<T> struct.

Listing 3.11: Implementation of the bounds checked pointer in Rust

pub struct Ptr<T> {
ptr: PtrKind<T>,
offset: isize,

The new Ptr<T> type has two fields: ptr, that stores the memory location where the pointed value is
stored, and offset, that stores the current offset of the pointer. This new representation adds additional
complexity and run-time overhead but allows the reference counting model to safely support pointer
arithmetic semantics. To demonstrate this, Listing 3.12 shows the implementation of the Ptr<T>::
as_weak method. This method is part of the Ptr<T> struct implementation, and it serves as way to safely
access the inner weak reference to the pointee value, provided that the pointer’s offset is within the

bounds of the allocation.

Listing 3.12: Implementation of the as_ref method in Rust

pub fn as_weak (&self) -> Weak<RefCell<T>> {
match self.ptr {
PointerKind::Null => panic! ("ub"),
PointerKind::Array(ref weak) | PointerKind::LeakedArray(ref weak
) => {
let offset: usize = self.offset.try_into().expect("ub");
Rc::downgrade (&(*xweak.upgrade () .expect ("ub") .borrow ()) [
offset])
}
PointerKind::Single(ref weak) | PointerKind::LeakedSingle (ref
weak) => {
assert! (self.offset == 0, "ub");
weak.clone ()

Initially, the pointer is pattern matched to determine which kind of pointer is being dealt with. If
the pointer is the PointerKind<T>: :Null variant, the program aborts execution immediately since this
behavior corresponds to trying to dereference a null pointer in the original C++ program.

On the other hand, if the pointer is either the PointerKind<T>: :Array or the PointerKind<T>::
LeakedArray variants, the offset is first converted into a usize. If this conversion fails, it means that the
offset was negative, and thus outside the valid bounds for the array, in which case the program aborts
execution. Then, in line 6, the outer Weak<T> is upgraded in order to borrow the inner array and safely

index it to obtain the inner Weak<T> to the corresponding element, through the use of Rc<T>: : downgrade.
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Lastly, in order to preserve the semantics for single pointers, if the pointer is either the PointerKind
<T>::Single or the PointerKind<T>: :LeakedSingle variants, the program asserts that the offset was

kept at zero, otherwise it aborts the execution.

3.3 Improving the Reference Counting Model

The reference counting model described thus far corresponds to the original implementation of cpp2rust’s
reference counting model. This model is able to translate a wide range of C++ programs, however, it
comes with a few drawbacks. In this section, we discuss how the original reference counting model can
be improved to produce programs that better match the memory layout of their original C++ counterparts
and thus improve interoperability and performance.

Firstly, regarding the memory layout of arrays, this model allocates each array element in a separate
memory location. In other words, translated C++ arrays do not directly contain their elements but rather
pointers to them. This additional level of indirection negatively impacts the run-time performance of the
translated programs due to poor cache locality. Besides that, it also complicates low-level operations
such as array pointer type casts.

Moreover, this model often allocates objects on the heap unnecessarily, even when the original C++
value was allocated on the stack. In general, determining whether an object can be moved to the stack
requires statically analyzing the program, an approach that will be explored in Chapter 4. For now,
in Section 3.3.2, we aim to improve the code generation of the reference counting model by delaying
the wrapping of function arguments and return values. This way, the translated programs are much
more amenable to static analysis and optimization, specially when taking an intraprocedural analysis

approach.

3.3.1 Array Representations

The original reference counting model translates C++ arrays by wrapping each element in another layer
of Rc<RefCell<T>>. This is a direct consequence of the implementation choices taken when defining
the PtrKind<T> enum, as previously shown in Listing 3.10. Listings 3.13 and 3.14 demonstrate how a

simple C++ program that sums over an array’s elements is translated using this approach.

Listing 3.13: C++ program that sums over an array’s elements

int main() {
int res = 0, array[5] = {1, 2, 3, 4, 5};
for (int i = 0; i < 5; ++i) {
res += arrayl[il;

}

return res;
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Listing 3.14: Translation of an array using the original reference counting model

pub fn main() -> Rc<RefCell<i32>> {
let res: Rc<RefCell<i32>> = Rc::new(RefCell::new(0_1i32));
let array: Rc<RefCell<Box<[Rc<RefCell<i32>>]>>> = Rc::new(RefCell::
new (Box ::new ([
Rc::new(RefCell::new(1_i32)),
/* 2, 3, 4, &5 */
1)));
let i: Rc<RefCell<i32>> = Rc::new(RefCell::new(0_i32));
while (*i.borrow()) < 5_i32 {
(¥res.borrow_mut ()) += (*x(xarray.borrow()) [(*i.borrow()) as
usize].borrow());
(*¥i.borrow_mut()).prefix_inc();
}
return Rc::new(RefCell::new((*res.borrow())));

}

In line 4, because of the usage of Rc<T>: :new, each individual array element is allocated separately
on its own memory block. Then, in line 9, in order to index into the array, the program needs to get past
three layers of indirection: the outer Rc<RefCel1<T>>, the Box<T> that holds the array itself and, finally,
the inner Rc<RefCell<T>> holding the intended element.

Translating arrays this way facilitates code generation, since every C++ value of type T manipulated
in the original C++ program is guaranteed to be of type Rc<RefCell<T>>. However, taking this approach
introduces too many pointer indirections when dealing with arrays. ldeally, the translated array’s ele-
ments would be continuously packed just like in the original C++ program. In fact, doing so can be
done without incurring in any loss of expressive power because, when performing pointer arithmetic, the
underlying Weak<T> pointer is always tracking the base address of the array, with the offset being used
to index into it. Listings 3.15 and 3.16 demonstrate the PtrKind<T> implementation for improved arrays

and the corresponding translation of the program in Listing 3.13, respectively.

Listing 3.15: Implementation of the bounds checked pointer kind in Rust that supports unboxed arrays

#[derive (Default, Debug)]

enum PtrKind<T> {
#[default]
Null
Single (Weak<RefCell<T>>),
Array (Weak<RefCell<Box<[T]>>>),
LeakedSingle (Weak<RefCell<T>>),
LeakedArray (Weak<RefCell <Box<[T]>>>),
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Listing 3.16: Translation of an array using the improved reference counting model

pub fn main() -> Rc<RefCell<i32>> {
let res: Rc<RefCell<i32>> = Rc::new(RefCell::new(0_1i32));
let array: Rc<RefCell<Box<[i32]>>> =
Rc::new(RefCell::new(Box::new([1_i32, 2_i32, 3_i32, 4_i32, 5_i32
1))
let i: Rc<RefCell<i32>> = Rc::new(RefCell::new(0_1i32));
while (*i.borrow()) < 5_i32 {
(¥res.borrow_mut ()) += (xarray.borrow()) [(xi.borrow()) as usize
1
(*¥i.borrow_mut()).prefix_inc();
}

return Rc::new(RefCell::new((*res.borrow()))); }

3.3.2 Function Arguments and Return Values

Another code generation optimization that was overlooked in the original reference counting model con-
cerns function arguments and return values. The translation model presented so far, without further
modifications, wraps all arguments and return values that are not of reference type in the original C++

program in a Rc<RefCell<T>>. Listings 3.17 and 3.18 demonstrate this behavior.

Listing 3.17: C++ Program that adds one to a variable
int add_one_val(int v) { return v + 1; }
void add_one_ptr(int *p) { *p = *p + 1; }
int main() {
int v = 1;

v = add_one_val(v);

int *p = &v;
add_one_ptr (p);

return v;

Listing 3.18: Translation of program in Listing 3.17 using the original reference counting model

pub fn add_one_val(v: Rc<RefCell<i32>>) -> Rc<RefCell<i32>> {
return Rc::new(RefCell::new(*v.borrow() + 1_i32));

pub fn add_one_ptr(p: Rc<RefCell<Ptr<i32>>>) {
/*x ... */

pub fn main() -> Rc<RefCell<i32>> {
let v: Rc<RefCell<i32>> = Rc::new(RefCell::new(1_i32));

let rhs_0 = *add_one_val(Rc::new(RefCell::new(*v.borrow()))) .borrow
O;
(*v.borrow_mut()) = rhs_O0;

let p: Rc<RefCell<Ptr<i32>>> = Rc::new(RefCell::new(v.as_pointer()))

’
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add_one_ptr (Rc::new(RefCell::new((*p.borrow()).clone())));
return Rc::new(RefCell::new(*v.borrow()));

3

In lines 11 and 14 of Listing 3.18, when calling the add_one_val and add_one_ptr functions, respec-
tively, the program first wraps the argument such that its type matches the function’s signature. Similarly,
in the add_one function the value is also wrapped before returning. While it is impossible to tell if these
values actually need to be wrapped without resorting to static analysis, the program time at which the

wrapping occurs can be delayed without modifying the program’s safety guarantees.

For function arguments, instead of requiring them to be passed already wrapped, the called function
can shadow its own arguments and wrap them before the start of the function code. The reverse also
applies to return values. Instead of having the callee return the value already wrapped, the caller can do

it at the call site.

Listing 3.19 shows the updated version of the translated program using this approach. Notice, in
lines 2 and 7, how v and p, respectively, are shadowed at the beginning of the function body. Moreover,

in line 3, notice how the result of the function is not wrapped before being returned.

Listing 3.19: Translation of the program in Listing 3.17 using the improved reference counting model

pub fn add_one_val(v: i32) -> i32 {
let v: Rc<RefCell<i32>> = Rc::new(RefCell::new(v));
return (*xv.borrow()) + 1_i32;

pub fn add_one_ptr(p: Ptr<i32>) {
let p : Rc<RefCell<Ptr<i32>>> = Rc::new(RefCell::new(p));
VA SR V4

pub fn main() -> i32 {
let v: Rc<RefCell<i32>> = Rc::new(RefCell::new(1_i32));

let rhs_0 = add_one_val (xv.borrow());

(*v.borrow_mut()) = rhs_0;

let p: Rc<RefCell<Ptr<i32>>> = Rc::new(RefCell::new(v.as_pointer ().
into()));

add_one_ptr ((*p.borrow()).clone());
return (*v.borrow());

By making this modification to the translation process, C++’s pass by value semantics are directly
modelled by Rust’s Copy and Clone trait’s semantics. On its own, this change doesn’t directly affect the
performance or the memory footprint of the produced programs since all it is doing is shifting allocations
around. However, as it will become clear in Chapter 4, it allows for more variables to be optimized when
using an intraprocedural analysis framework that doesn’t look past the function under analysis, and,

thus, does not attempt to modify function signatures.
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3.4 Current Limitations

The proposed modifications to the reference counting model enhance its ability to generate more ac-
curate and efficient Rust code. However, certain limitations still persist, particularly in some scenarios
where the semantics of the translated code may differ significantly from those of the original C++ pro-
gram due to the different memory models of the two languages.

One notable issue arises when dealing with pointers to values within a C++ std: :vector. In C++,
if the vector is reallocated — such as during an std: :vector: : push_back operation — any pointers to
its elements become dangling. However, in the translated Rust code, these pointers are automatically
updated to reflect the new memory location of the value, which could lead to unintended behavior.

Additionally, while the updated array representations in the translated Rust code bring its memory
layout closer to that of the original C++ program, there remain challenges in fully supporting pointer
casting. In C++, casting a pointer to a different type is a common practice, often used to reinterpret
the memory layout of a value. This operation, however, carries significant risk, as the data stored in
the memory may not match the expected type, leading to undefined behavior. Translating this operation
safely into Rust would require extensive run-time checks, further degrading the performance of the
translated code. In this work we do not make any attempt at safely supporting pointer casting.

Finally, the adoption of contiguous array representations requires another adjustment to the transla-
tion model. In C++, it is possible to obtain a reference to an array element, a feature that was previously
translated into Rust using the original reference counting model by simply using Weak<RefCell<T>>,
since each array element was wrapped in a Rc<RefCell<T>>. With the new contiguous representation,
however, all array elements now share a single Rc<RefCell<T>> defined at the array’s base address.
Consequently, the translated counterpart of a C++ reference must now account for the offset of the ref-
erenced element within the array. This change makes the translated reference’s representation more
akin to that of a pointer. Consequently, the updated reference counting model translates C++ Ivalue?
references as Ptr<T>. This change causes performance degradation in some cases, as will be shown
in Chapter 5. However, it is the only way that this new model can safely represent C++ references to

array elements.

2https://en.cppreference.com/w/cpp/language/value_category
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Optimizing Safe Rust Code
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Translating C++ using the reference counting model introduces significant performance overheads
due to the frequent usage of heap allocation and pointer indirections. In this chapter, we propose three
static analyses and their corresponding transformations to mitigate some of these overheads.

The first analysis, detailed in Section 4.1.1, is an intraprocedural analysis aimed at eliminating the
unnecessary usage of Rc<T> in local variable declarations. The second analysis, discussed in Sec-
tion 4.1.2, targets the removal of RefCel1<T> for variables that were previously optimized during the first
analysis’s transformation pass, also performed in an intraprocedural manner.

Finally, the third analysis, presented in 4.2.1 builds upon the first one by examining the program in an
interprocedural manner. This technique offers a more comprehensive way for improving the performance
of the translated programs since it is able to re-type function arguments and return values in order to
remove unnecessary reference counting types.

All the proposed optimizations run in two phases. In the first phase, the program is analyzed to

identify variables that are eligible for transformation, which are then stored in an auxiliary data structure
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along with other properties relevant to the analysis. In the second phase, a transformation pass is ap-
plied. This step updates the declarations and corresponding usages of the variables that were selected
for optimization in the first phase. The implementation of all the proposed analyses makes use of the

syn and quote crates for parsing Rust source code, modifying it, and generating the final output file.

4.1 Intraprocedural Analyses

4.1.1 Removing Reference Counting

To optimize the translated Rust code, the first step is to eliminate the unnecessary usage of Re<T>. This
smart pointer was initially introduced by the translation process due to the lack of information about the
lifetimes of references and pointers in the original C++ code.

Tracking the lifetimes of references and pointers is a challenging problem, especially in the presence
of aliasing. In the context of this work, we sidestep this issue by considering any variable whose address
is taken as escaped. This approach is sound and allows the analysis to run in linear time with respect
to the program size. Listing 4.1 shows an example of a function that can be completely optimized by the

proposed analysis.

Listing 4.1: Example of a function that is optimized by the intraprocedural reference counting analysis

pub fn sum(a: i32, b: i32) -> i32 {
let a: Rc<RefCell<i32>> Rc::new(RefCell::new(a));
let b: Rc<RefCell<i32>> Rc::new(RefCell::new(b));
let c: Rc<RefCell<i32>> Rc::new(RefCell::new(5_1i32));
(xc.borrow_mut ()) += (*a.borrow());
(xc.borrow_mut ()) += (*b.borrow());
return *c.borrow() ;

The sum function computes the sum of three integers: a, b, and a constant value c. However, it wraps
each of these in a Rc<RefCell<T>>. In this case, the heap allocation and reference counting overheads
are unecessary, since no references or pointers to any of the local variables are passed to a function
call or escaped into an argument, return value, or global state. Listing 4.2 shows the code resulting from

applying the appropriate program transformations from this analysis to this function.

Listing 4.2: Optimized version of the function from Listing 4.1

pub fn sum(a: i32, b: i32) -> i32 {
let a: RefCell<i32> = RefCell::new(a);
let b: RefCell<i32> RefCell::new(b);
let c: RefCell<i32> RefCell::new(5_132);
(xc.borrow_mut ()) += (*xa.borrow());
(xc.borrow_mut ()) += (*b.borrow());
return *c.borrow() ;
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In this updated code snippet, the unnecessary heap allocations performed by Rc<T>: :new are now
completely removed from the function. Note how the code generation modifications proposed in Sec-
tion 3.3.2 allow the analysis to also remove the reference counting smart pointers from the function’s
arguments. However, because of the intraprocedural nature of the analysis and the overly conservative
approach it takes when an address or reference to a variable is taken, it may miss some optimization

opportunities. Listing 4.3 demonstrates one such example.

Listing 4.3: Example of Rust program whose reference counting overhead cannot be completely removed

pub fn inc(m: Ptr<i32>) {
let n: Rc<RefCell<Ptr<i32>>> = Rc::new(RefCell::new(n));
/¥ n = n + 1 */

}

pub fn main() -> i32 {
let n: Rc<RefCell<i32>> = Rc::new(RefCell::new(1_i32));

inc(n.as_pointer ());
return O0;

In this case, the pointer variable n, of function inc can be optimized because it is not escaped.
The integer variable n of function main, on the other hand, is considered escaped since a pointer to
it is passed into the function call of line 12, even though the pointer is guaranteed to be pointing to a
valid memory location throughout inc’s whole execution. Listing 4.4 shows the optimized version of this

program after analyzing it with the proposed analysis.

Listing 4.4: Optimized version of the program in Listing 4.3

pub fn inc(mn: Ptr<i32>) {
let n: RefCell<Ptr<i32>> = RefCell::new(n);
Jk no=n + 1 */

}

pub fn main() -> i32 {
let n: Rc<RefCell<i32>> = Rc::new(RefCell::new(1_i32));
inc(n.as_pointer ());
return 0_i32;

Another example of a missed optimization opportunity, although rare in practice, consists in cases
where the program creates a reference or pointer to a local variable but never lets it escape beyond the
declaring scope. In this case, the analysis conservatively considers the variable as escaped and refrains

from optimizing it. Listing 4.5 shows an example of such scenario.
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Listing 4.5: Example of Rust program whose reference counting overhead cannot be removed

pub fn main() -> i32 {
let v: Rc<RefCell<i32>> = Rc::new(RefCell::new(1_i32));
let ptr: RefCell<Ptr<i32>> = v.as_pointer().into();
return (*ptr.borrow()).load();

The proposed analysis is based on a set of inference rules that determine whether a variable is
escaped or not. The lattice used by the analysis is L = {NotEscaped(L), Escaped(T)}, with all variables
initially considered NotFEscaped. The set of inference rules is applied to the program’s AST, with the
results stored in an auxiliary data structure. This information is subsequently used in the transformation
pass in order to update the program’s source code. Figures 4.1, 4.2 and 4.3 show the inference rules

used by this analysis.

=&y
't y+— {Escaped}

ADDR-ESCAPE

Figure 4.1: Inference rule for taking the address of a variable

The inference rule shown in Figure 4.1 states that if the address of a variable is taken by another
variable, then the variable is considered as escaped. This rule is overly conservative, as it does not take
take into account whether the address is used in a way that would let the variable escape the declaring

scope.

call f(z1,...,2,) f & {Rc::try_unwrap}
Viet.n I'F 2y = {Escaped}

CALL-ESCAPE

Figure 4.2: Inference rule for escaping variables in function calls

The inference rule shown in Figure 4.2 states that if a function call is made with a variable as an
argument and the function is not one of the whitelisted functions, then the variable is considered as
escaped. The function Rc: : try_unwrap is whitelisted because it is used to directly remove the reference
counting layer from a variable by consuming the Rc<T> instance and returning the inner value to the

caller.

call zg.m(x1,...,op) M {RefCell: :borrow, RefCell: :borrowmut}
Vieo.n I' F x; = {Escaped}

METHOD-ESCAPE

Figure 4.3: Inference rule for escaping variables in method calls

Finally, the inference rule shown in Figure 4.3 is similar to the one in Figure 4.2, but it applies to
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method calls. The methods RefCell: :borrow and RefCell: :borrow_mut are whitelisted because they
do not let the variable escape, but instead return a safe Rust reference to the inner value.

The analysis pass traverses all kinds of AST nodes and escapes any variables that are encountered
in an unknown context during this process. Subsequently, a set of program transformations is applied
to the original code. These transformations can also be described using inference rules, as shown in
Figures 4.4 and 4.5.

I' 2 +— NotEscaped
let x = Rc::new(y) — let x =

- RC-NEW-TRANSFORM

Figure 4.4: Inference rule for transforming Rc: :new calls

I' 2 +— NotEscaped
Rc::try_ unwrap(x) .unwrap() — x

TRY-UNWRAP-TRANSFORM

Figure 4.5: Inference rule for transforming Rc: : try_unwrap calls

4.1.2 Removing Interior Mutability

The second analysis step aims to remove the unnecessary usage of RefCel1<T> for variables that were
previously optimized by the first analysis. The RefCell<T> type is used to provide interior mutability to a
value, allowing it to be mutated even when it is declared as immutable.

Since the first analysis only removes the reference counting from local variables that never escape
the declaring scope, this analysis does not need to model any of the borrowing rules from Rust. Instead,
it just needs to track the mutability information of each variable to then apply the appropriate program
transformations.

Listing 4.6 shows the previously optimized function from Listing 4.2 after applying the transformations
from the second analysis. Notice that ¢ is declared as mutable and that all the RefCel1<T> instances

are now removed from the code.

Listing 4.6: Optimized version of the function from Listing 4.2 after applying the second analysis

pub fn sum(a: i32, b: i32) -> i32 {
let a: i32 = a;
let b: i32 = b;
let mut c: 132 = 5_i32;
c += a;
c += b;
return c;
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The lattice used by this analysis is L = {Unknown(L), Immutable, Mutable(T)}, with the bottom
element representing an unknown mutability state that prevents the variable from being optimized. All
variables are initially considered Unknown and, similarly to the first analysis, the set of inference rules
is applied linearly to the program’s AST, with the results being stored in an auxiliary data structure. This
information is then used in the transformation pass to update the program’s source code. Figures 4.6

and 4.7 show the inference rules used by this analysis.

let © = m(z1,...,2,) m € {RefCell::new}
'k 2 — {Immutable}

REFCELL-NEW

Figure 4.6: Inference rule for tracking the mutability of variables declared with RefCell: :new

The inference rule in Figure 4.6 states that if a local variable is declared using RefCell: :new, then
its abstract state is set to {Immutable}. Similarly to the first analysis, all possibly eligible variables are

initially considered as immutable and then monotonically updated as the analysis progresses.

xzo.m(z1,...,2,) m € {RefCell: :borrowmut}
'k 2o — {Mutable}

REFCELL-BORROW-MUT

Figure 4.7: Inference rule for tracking the mutability of variables after RefCell: :borrow_mut method calls

The inference rule in Figure 4.7 states that if a method call is made with a variable as an argument

and the method is RefCell: :borrow_mut, then the variable’s abstract state is set to { Mutable}.

After the analysis phase, the transformation pass is applied to the original code. The transformation
rules are described in Figures 4.8, 4.9, 4.10, 4.11, and 4.12.

'+ 2z — {Immutable}
let x = RefCell::new(y) — let x =

- REFCELL-NEW-TRANSFORM

Figure 4.8: Inference rule for transforming RefCell: :new calls when the variable is immutable

'k z — {Mutable}
let x = RefCell::new(y) — let mut x =

v REFCELL-NEW-TRANSFORM-MUT

Figure 4.9: Inference rule for transforming RefCell: :new calls when the variable is mutable

44



=

R O OWOONOOPWN -

'k 2 — {Immutable, Mutable}

x.into_inner() — x

REFCELL-INTO-INNER-TRANSFORM

Figure 4.10: Inference rule for transforming RefCell: : into_inner method calls

'k 2 — {Immutable, Mutable}

*x.borrow() — x

REFCELL-BORROW-TRANSFORM

Figure 4.11: Inference rule for transforming RefCell: :borrow method calls

'k 2 — {Mutable}

*x.borrowmut() — x

REFCELL-BORROW-MUT-TRANSFORM

Figure 4.12: Inference rule for transforming RefCell: :borrowmut method calls

4.2 Interprocedural Analyses

4.2.1 Removing Reference Counting

The third and final analysis builds upon the first one by examining the program in an interprocedural
manner. This analysis is not only able to remove the reference counting overhead from locally declared
variables, as was previously done with the intraprocedural version, but also from function arguments and
return values.

Using this approach, we propose an optimization that transforms function arguments passed as ref-
erences in the original C++ program from Weak<RefCell<T>> t0 &RefCell<T>, provided that the analysis
can prove that the argument does not escape the function’s scope. However, this transformation is only
applicable to the original reference counting model, where Weak<T> is still used to model C++ references.
The analysis is not yet compatible with the new model since it first needs a separate pass to remove un-
necessary bounds checking from the translated code, which is not yet implemented. Listings 4.7 and 4.8

show an example of a program that can be optimized by this analysis.

Listing 4.7: Example of a program that is optimized by the interprocedural reference counting analysis

pub fn fib(n: Weak<RefCell<u64>>) {
// fib(n-1) + fib(n-2)

pub fn main() {
std::process::exit (*main_0() .borrow() as 1i32);

pub fn main_0() -> Rc<RefCell<i32>> {
let n: Rc<RefCell<u64>> = Rc::new(RefCell::new((45_i32 as u64)));
fib(Rc::downgrade (&n)) ;
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return Rc::new(RefCell::new(((*xn.borrow()) as i32)));

Listing 4.8: Optimized version of the program from Listing 4.7
pub fn fib(n: &RefCell<u64>) {
// fib(n-1) + fib(n-2)
}

pub fn main() {
std::process::exit (*main_0() .borrow() as 1i32);

}

pub fn main_0() -> Rc<RefCell<i32>> {

let n: RefCell<u64> = RefCell::new(45_i32 as u64);

fib (&n) ;

return Rc::new(RefCell::new((*n.borrow()) as i32));
}

Notice that, in Listing 4.8, not only the Rc<T> is removed from the local variable declaration in line 8,
but also, because the analysis was able to prove that the function argument n is not escaped, the Weak<T
> type is replaced by a direct immutable reference to the inner RefCe11<T> instance. This transformation
drastically reduces the overhead of the translated program, as it eliminates the unnecessary reference
counting bookkeeping instructions that would have to be performed every time n is read or written inside
the fib function. Furthermore, the program is guaranteed to compile since the lifetime of the immutable
reference is guaranteed to be valid throughout the function’s execution and no mutability violations can
arise at compile-time because of the use of RefCel1<T> to provide interior mutability.

This analysis begins by constructing a CG of the entire program, which represents the possible call
paths between functions. Each node in the graph corresponds to a function in the program, while each
directe edges represents a possible function call. More specifically, within the context of this analysis,
an edge is drawn from function f to function g if ¢ may call f.

However, a particular challenge arises when dealing with associated functions in Rust. This analysis
is constructed independently of the Rust compiler’s pipeline, utilizing external crates. As a result, it lacks
access to the compiler’s type inference and trait resolution mechanisms, which means it cannot statically
determine which specific implementation of an associated function will be called at run time because it
depends on the type of the receiver object. To address this limitation, we designed the analysis to take a
conservative approach: all associated functions sharing the same name are merged into a single node
in the CG. This ensures that all potential call paths are captured, albeit at the cost of precision.

Figure 4.13 shows the computed CG for the program from Listing 4.7. The main function is the entry
point of the program, this function calls the main_0 function, which in turn calls the £ib function. Since

the £ib function calls itself recursively, the CG contains a self-loop on the £ib node.
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Figure 4.13: Call graph of the Fibonacci program from Listing 4.7

After this initial step, the analysis computes the Strongly Connected Component (SCC) graph of the
CG. This yields a Directed Acyclic Graph (DAG) where each node represents a group of functions that
are mutually recursive. Figure 4.14 shows the SCC graph of the program from Listing 4.7. In this simple

example, each function is in a separate SCC since there are no mutual recursive calls between them.

s

{ main_O }

-

Figure 4.14: Strongly connected components graph of the Fibonacci program from Listing 4.7

Finally, the analysis starts by visiting each SCC in topological order, which, in this example, is: {fib},
{main_0}, {main}. Doing so ensures that information about the functions in the SCC under analysis is
fully computed before moving on to the next one.

The functions in each SCC are analyzed in a worklist fashion, with the state of the function arguments
and local variables being updated as the analysis progresses. If the analysis of the current function
updates the state of its arguments, the algorithm inserts all the functions from the current SCC that call
the analyzed function back into the worklist. Algorithm 1 shows the pseudocode of the worklist algorithm

used by this analysis.



Algorithm 1 Worklist algorithm for the interprocedural reference counting analysis

Require: G = (V, E): Call graph where V' is the set of functions and E represents function calls
Require: SCCs: Strongly Connected Components of G, topologically sorted
Ensure: All functions in G are analyzed with updated argument and local variable information
1: worklist <+ 0
2: for all scc € SCCs do

3: forall f € sccdo
4: worklist.push(f)
5: end for
6: while worklist # () do
7: f + worklist.pop()
8: changed + analyze(f)
9: if changed then
10: for all caller € callers(f) do
11: if caller € scc then
12: worklist.push(caller)
13: end if
14: end for
15: end if
16: end while
17: end for

18: return Updated analysis results for all functions

As previously mentioned, this analysis supersedes the corresponding intraprocedural one. Thus, all
the inference rules and transformation rules from the first analysis are also used in this one. The only
difference is that now the analysis needs to allow for flow of information from the formal arguments to the
actual arguments passed in the function calls as well as updating the function signatures for functions
whose arguments can be re-typed, in order to remove the reference counting overhead.

Figure 4.15 shows the inference rule used to propagate the escape information from formal to actual
arguments. Figures 4.16 and 4.17 show the transformation rules used to re-type formal arguments.
Finally, Figures 4.18 and 4.19 show the transformation rules used to re-type actual arguments. In all of

these rules, = denotes the formal argument and =, denotes the corresponding actual argument.

I'Fcall f(z1,...,%q,...,2n) I Faxy— {Escaped}
't x4 — {Escaped}

ARG-ESCAPE

Figure 4.15: Inference rule for propagating escape information from formal to actual arguments

I' x5 — {NotEscaped}
fn f(x: Rc<RefCell<T>>) — fn f(x: RefCell<T>)

Rc-FORMAL-TRANSFORM

Figure 4.16: Inference rule for transforming Rc formal function arguments
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I'Fz; — {NotEscaped}
fn f(x: Weak<RefCell<T>>) — fn f(x: &RefCell<T>)

WEAK-FORMAL-TRANSFORM

Figure 4.17: Inference rule for transforming Wweak formal function arguments

't 2, — {NotEscaped}
f(Rc: :new(&x)) — £(x)

Rc-ACTUAL-TRANSFORM

Figure 4.18: Inference rule for transforming Rc actual function arguments

'k 2, — {NotEscaped}
f(Rc: :downgrade (&x)) — £ (&x)

WEAK-ACTUAL-TRANSFORM

Figure 4.19: Inference rule for transforming Weak actual function arguments
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This chapter assesses the impact of our proposed modifications to the reference counting model and
our optimizations on the run-time performance of translated Rust programs. We employ a combination
of microbenchmarks and a large-scale real-world application, the WOFF2 library. To establish a compre-
hensive performance baseline, we compare three versions of each program: the original translation, our
optimized version, and a version produced by the unsafe translation model, which does not incur in any
reference counting overhead. This approach allows us to quantify and contextualize the performance
improvements achieved by our optimizations.

We conducted all benchmarks on a system equipped with an Intel Core i7-6700 CPU clocked at
3.40GHz and 8 GB of DDR3 RAM running at 1600 MHz, using Linux Mint 21.2 as the operating system.
Compilation of the benchmarks utilized Rust 1.78.0 with the --release flag enabled to ensure optimized
performance and to mimic real-world usage scenarios.

To enhance result reliability, we executed each benchmark at least ten times and calculated the

average execution time across all runs. The figures presented in this chapter include error bars that
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represent the standard deviation of the measurements, providing an indication of the result variability and
consistency across multiple runs. Using the same methodology, we also measure the peak Resident Set
Size (RSS) for each benchmark, in order to assess the maximum memory consumption of the programs
under evaluation.

To differentiate between the various models and optimizations in our analysis, we adopt a concise la-
beling system. We denote the unsafe translation model as Unsafe, the original reference counting model
as V1, and our modified reference counting model as V2. Moreover, to enhance the comprehensibility

of our results, we label each optimization configuration as follows:

00: No optimizations.

O1: Intraprocedural reference counting removal.

02: Interprocedural reference counting removal.

03: Intraprocedural reference counting removal followed by the intraprocedural interior mutability

removal.

» O4: Interprocedural reference counting removal followed by the intraprocedural interior mutability

removal.

In the charts and tables presented in the following sections the optimization configuration is suffixed to
the version label. For example, the unmodified program, as produced by the original reference counting
model, is labeled as V1-00, while the one resulting from using the improved translation model with the

intraprocedural reference counting removal optimization is labeled as V2-01.

5.1 Microbenchmarks

In order to assess the effectiveness of our proposed optimizations, we use a comprehensive suite of mi-
crobenchmarks. This suite comprises 137 distinct programs, each designed to expose different aspects
of the reference counting model. Our evaluation reveals consistent behavior across all benchmarks and
optimization configurations: the analysis-transformation pipeline executes only once per benchmark,
with the total analysis time remaining under 10 seconds for the entire benchmark set, which encom-
passes approximately 30,000 lines of Rust code.

The first question we aim to answer is how effective the proposed optimizations are at removing the
unnecessary reference counting operations. To quantify this, we measured the proportion of reference
counted variables successfully removed. We observe that the intraprocedural reference counting re-
moval optimization successfully eliminated 80% of all eligible reference counted variables and, similarly,

the interprocedural reference counting removal optimization achieved an 83% reduction rate. These
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high percentages demonstrate the significant impact of our optimizations in removing reference count-
ing operations, potentially leading to substantial performance improvements in real-world programs.

Furthermore, the intraprocedural interior mutability removal optimization successfully eliminated 100%
of all eligible interior mutability operations. This is attributable to a single fact: this analysis operates ex-
clusively on variables previously optimized by the reference counting removal optimization, which are
guaranteed to never alias. This allows the optimization to safely remove the interior mutability opera-
tions without ever having to conservatively assume that a variable may be aliased and, consequently,
refraining from performing the optimization.

Secondly, we conducted a performance evaluation using a smaller subset of nine programs from
the microbenchmark suite. These programs target diverse aspects of the reference counting model,
including array manipulation, reference handling, and pointer operations. This allows us to evaluate the
effectiveness of the optimizations across a range of common programming patterns used in C++. The

specific programs in this subset are the following:

« array_sum: Calculates the sum of the elements of a large array.
 bst: Constructs a binary search tree and searches for all elements in the tree.
« fibonacci: Calculates the Fibonacci function for a large number using a recursive implementation.

+ prime: Calculates the largest prime number less than a given number using a recursive imple-

mentation.

« ptr_fibonacci: Calculates the Fibonacci function for a large number using a pointer based recur-

sive implementation.

+ ref_array_sum: Calculates the sum of the elements of a large array using a reference based

implementation.

« ref_fibonacci: Calculates the Fibonacci function for a large number using a reference based re-

cursive implementation.

« ref_prime: Calculates the largest prime number less than a given number using a reference based

recursive implementation.

« sum: Calculates the sum of the elements of a large array.

Contrary to what happens when benchmarking debug builds, and due to the relatively small size
of these programs, the Rust compiler is able to optimize some overhead introduced with the Rc<T>
and RefCell<T> types. This has the consequence of attenuating some performance improvements

produced by our optimizations, at least when comparing to results obtained when using larger programs.
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Nevertheless, these benchmarks still provide valuable insights into the effectiveness of our optimizations
in real-world scenarios.

We begin by comparing the performance of the original reference counting model with no optimiza-
tions applied (V1-00) to the modified reference counting model with no optimizations applied (V2-00)
such that we can assess the impact of the translation model modifications we proposed in Chapter 3.3.
Figure 5.1 and Table 5.1 present the execution times and the percentage change in peak RSS relative

to the original model, respectively.
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Figure 5.1: Execution times for V1-O0 vs. V2-O0

Microbenchmark Unsafe Change (%) V2-O0 Change (%)

array_sum -92.83 -92.83
bst -76.06 4.94
fibonacci 6.44 5.61
ptr_fibonacci -4.47 0.19
ref_array_sum -92.83 -92.82
ref_fibonacci -2.71 -1.16
ref_prime 2.65 -0.61

Table 5.1: Peak RSS change relative to V1-O0 for V2-O0

We observe that the modified model outperforms the original model in most benchmarks. This is
most evident in the array_sum and ref_array_sum benchmarks which exhibit significant performance
improvements, with execution time speedups of 6.5x and 4.3x and peak RSS reductions of 92.83% and
92.82%, respectively. These improvements are due to the better memory access patterns for the array
elements, which are now stored contiguously in memory instead of being wrapped in reference counted

types.
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However, the ref fibonacci and ref_prime benchmarks demonstrate a different behavior, with the
new translation model exhibiting a performance degradation. This is because C++ references are trans-
lated as Ptr<T> which makes the translated reference not only carry the pointer itself but also an offset

field to account for possible bounds checking operations.

Since both these benchmarks rely heavily on recursive function calls, the overhead introduced by
the Ptr<T> type is magnified, leading to the observed poor performance. Nonetheless, these results
are still promising, as they demonstrate that the modifications to the reference counting model can lead
to significant performance improvements in real-world programs, specifically when dealing with array
manipulation operations.

Secondly, we compare the performance of the modified reference counting model with the intrapro-
cedural reference counting removal optimization applied (V2-O1) to the same model and optimization
configuration, but with the intraprocedural interior mutability removal optimization applied (V2-03). The

results are presented in Figure 5.2 and Table 5.2.
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Figure 5.2: Execution times for V2-O1 vs. V2-O3

Microbenchmark Unsafe Change (%) V2-O1 Change (%) V2-O3 Change (%)

array_sum -92.83 -92.83 -92.83
bst -76.06 -14.21 -22.09
fibonacci 6.44 3.74 6.65
ptr_fibonacci -4.47 -2.53 0.00
ref_array_sum -92.83 -92.83 -92.83
ref_fibonacci -2.71 -2.90 -0.39
ref_prime 2.65 4.69 4.08

Table 5.2: Peak RSS change relative to V1-0O0 for V2-O1 vs. V2-O3
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We observe that the intraprocedural interior mutability removal optimization leads to minor perfor-
mance improvements in only two of the benchmarks, bst and ptr_fibonacci, with execution time
speedups of 5.5x and 1.8x and peak RSS reductions of 22.22% and 92.83%, relative to the original
model, respectively. As expected the diminished performance improvements are due to the fact that the
interior mutability operations are likely to be already optimized by the Rust compiler.

Thirdly, we compare the performance of the original reference counting model with both intrapro-
cedural optimizations applied (V1-02) to the same model and optimization configuration, but swapping
the intraprocedural reference counting removal optimization for the interprocedural counterpart (V1-04).

The results are presented in Figure 5.3 and Table 5.3.

V1-00 vs V1-02 vs V1-04

Microbenchmark

Figure 5.3: Execution times for V1-O2 vs. V1-O4

Microbenchmark Unsafe Change (%) V1-O2 Change (%) V1-0O4 Change (%)

array_sum -92.83 -0.00 -0.00
bst -76.06 -11.43 -11.81
fibonacci 6.44 7.07 1.66
ptr_fibonacci -4.47 -5.64 -1.36
ref_array_sum -92.83 0.00 -0.00
ref_fibonacci -2.71 -6.77 -2.32
ref_prime 2.65 4.69 -1.02

Table 5.3: Peak RSS change relative to V1-00 for V1-O2 vs. V1-O4

We observe no significant performance improvements when using the interprocedural reference
counting removal optimization in place of the intraprocedural counterpart. Using this optimization config-
uration, the only benchmark that is optimized into a different program is ref fibonacci, which, contrary

to what happens when benchmarking debug builds, does not exhibit any performance improvements.
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Once again, this is due to the fact that the Rust compiler is able to aggressively optimize this program,
completely dampening the performance gains produced by our optimization.

Finally, Figure 5.4 compares the best performing optimization configuration for the original reference
counting model (V1-04) to the best performing optimization configuration for the modified reference
counting model (V2-03). We observe that the modified reference counting model outperforms the origi-
nal in model most benchmarks, with the most significant performance improvements being observed in
the array_sum, fibonacci, and ref_array_sum. However, in the ref _fibonacci and ref_prime bench-
marks, the interprocedural reference counting removal optimization leads to significant performance

improvements since arguments are passed via &RefCell<T> instead of Weak<RefCell<T>>.
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Figure 5.4: Execution times for V1-O4 vs. V2-O3

5.2 WOFF2

This section assesses the performance improvements achieved by our optimizations when applied to a
real-world application: the WOFF2 library. WOFF2' is a C++ library implementing compression and de-
compression algorithms for TTF and WOFF2 font formats. The library’s architecture is characterized by
the use of C++ classes with minimal methods and default constructors and destructors. It predominantly
employs the int type for integer values, frequently utilizing implicit type coercion and truncation.
WOFF2 incorporates both low-level C features, such as raw pointers and pointer arithmetic, and
advanced C++ functionalities such as polymorphism, function overloading, and templates. The library

also leverages generic data structures from the STL, notably std: : vector, std: :map, std: : string, and

Thttps://github.com/google/woff2
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std: :unique_ptr. This diverse use of programming paradigms and language features makes WOFF2
a good candidate for evaluating our optimizations’ efficacy.

In contrast to our previous analysis of the microbenchmarks, this section focuses exclusively on
the results of the proposed optimizations when applied to the translations produced by the original
reference counting model. This is because the implementation of the proposed modifications is not yet
complete, and, although most microbenchmarks are already correctly translated by the improved model,
fully supporting the translation of WOFF2 is still a work in progress.

To conduct a comprehensive evaluation of the WOFF2 compression and decompression algorithms
when using our optimizations, we use a set of 125 fonts sourced from the Google Fonts? repository.
Similarly to the microbenchmark evaluation, we find that the analysis-transformation pipeline executes
only once for the entire WOFF2 library, with the total analysis time remaining under 5 seconds for the
entire library, which comprises approximately 15,000 lines of code. The intraprocedural reference count-
ing removal optimization successfully eliminated 77% of all eligible reference counted variables, while
the interprocedural reference counting removal optimization achieved a 78% reduction. As expected,
the intraprocedural interior mutability removal optimization successfully eliminated 100% of all eligible
interior mutability operations.

For the compression algorithm, with the results presented in Tables 5.4 and 5.5, we observe that the
most significant performance improvements are achieved when using the V1-O3 and V1-04 configura-
tions. The V1-03 configuration leads to a 10.63% gain in compression speed and a 0.02% reduction
in peak RSS, relative to the V1-00 configuration. The V1-O4 configuration leads to minor performance
improvements, with 11.60% gain in compression speed and 0.15% reduction in peak RSS.

Similarly, the decompression algorithm, with the results presented in Tables 5.6 and 5.7, also exhibits
the most significant performance improvements when using the V1-03 and V1-04 configurations. The
V1-03 configuration leads to a 22.74% gain in decompression speed and 0.01% reduction in peak RSS,
relative to the V1-O0 configuration. The V1-O4 configuration leads to the most significant performance

improvements, with a 24.21% gain in decompression speed and 0.18% reduction in peak RSS.

Avg. Speed (KB/s) Std. Dev. Change to V1-O0 (%)

Unsafe 386.93 0.00 36.87
V1-0O0 282.70 0.01 0.00
V1-O1 279.88 0.01 -1.00
V1-02 291.65 0.01 3.17
V1-O3 312.76 0.00 10.63
V1-O4 315.48 0.00 11.60

Table 5.4: Compression speeds for WOFF2

These results demonstrate that our proposed optimizations can lead to significant performance im-

2https://fonts.google.com/
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Avg. RSS (KB) Std. Dev. Change to V1-0O0 (%)

Unsafe 12821.04 75.55 -78.20
V1-0O0 58803.68 82.61 0.00
V1-O1 58803.68 82.61 0.00
V1-02 58735.76 84.44 -0.12
V1-O3 58789.17 81.77 -0.02
V1-O4 58714.78 85.46 -0.15

Table 5.5: Peak RSS during compression for WOFF2

Avg. Speed (KB/s) Std. Dev. Change to V1-O0 (%)

Unsafe 199.05 0.00 43.58
V1-0O0 138.64 0.00 0.00
V1-O1 140.73 0.00 1.51
V1-02 142.56 0.00 2.83
V1-03 170.17 0.00 22.74
V1-O4 172.20 0.00 24.21

Table 5.6: Decompression speeds for WOFF2

Avg. RSS (KB) Std. Dev. Change to V1-O0 (%)

Unsafe 3226.22 67.32 -87.39
V1-0O0 25592.55 64.65 0.00
V1-O1 25592.55 64.65 0.00
V1-02 25546.08 64.51 -0.18
V1-03 25589.94 66.84 -0.01
V1-O4 25545.42 63.61 -0.18

Table 5.7: Peak RSS during decompression for WOFF2

provements in real-world applications, even when the Rust compiler is able to optimize away some
overhead. Furthermore, thanks to the larger size and complexity of the WOFF2 library, this evaluation
also serves to validate the effectiveness of the interprocedural reference counting removal optimization,

which, contrary to what happens in the microbenchmarks, leads to some performance improvements.
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6.1 Language Extensions

There have been multiple attempts at extending unsafe languages, such as C, with additional types and
annotations in order to provide safer semantics. One noteworthy example is Checked C [22], a gradually
typed [23] spatially safe C dialect that provides first-class support for manual incremental conversion

from legacy programs. In essence, this work adds casts that assert properties like nullability and array
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bounds and that are backed by possible run-time checks that, often times, can be proven redundant and
removed by LLVM [24].

In this dialect, checked pointers are backwards-binary compatible with legacy C pointers, and the
language allows them to be added one at a time, rather than forcing developers to rewrite them all at
once. Such pointers have one of three possible types: ptr<T>, array_ptr<T> Or nt_array_ptr<T>,
representing a pointer to a single element, array of elements, or null-terminated array of elements, with
the latter two having an associated bounds annotation. Checked C not only does not enforce complete
memory safety but also does not perform any sort of ownership-based analysis. For this reason, this
work and the ones based on it are not directly usable for the goal of translating C to safe Rust, since
their view of pointers is not directly compatible with Rust’s ownership system.

On the other hand, Cyclone [25, 26] is another extension to the C language that also guarantees
memory safety. Contrary to Checked C, the approach taken by Cyclone is closely related to Rust’s since
it uses a region-based memory management static analysis that ensures reference validity and dynamic
bounds checking to validate accesses to array pointers. In this C extension, each object is allocated in
one of four kinds of regions: stack, lexical, dynamic or heap.

Stack regions correspond to the area of the stack allocated for local variables of a block of code. This
type of region has a fixed size, known at compile-time, and is deallocated when the block containing the
declarations of the local variables finishes executing. Likewise, lexical regions are also delimited by
the surrounding scope, however, new objects can be added to them throughout the execution of the
program. Stack and lexical regions obey a Last In First Out (LIFO) lifetime rule.

Both these types of regions are convenient for storing temporary data, but, on some occasions, the
lifetime of objects cannot be determined before program execution. To address this issue, Cyclone
provides dynamic regions. A dynamic region supports allocation at any given program point with the
only restriction being that, before the data in a dynamic region may be accessed, the region must be
explicitly initialized. This kind of region is implemented utilizing custom allocators, such as arenas [27].

Lastly, Cyclone also provides a special heap region, denoted by ‘H, that is never deallocated but is
garbage collected to ensure memory safety. If the programmer wants to return a pointer that is not in the
heap region, then they need to explicitly annotate the function’s return type. Listing 6.1 demonstrates a

program that does not type check under Cyclone’s type system.

Listing 6.1: Cyclone program that does not type-check

int * id(int * x) {
return Xx;

3

This is because, by default, Cyclone annotates return types with the heap region whereas the function
arguments are assumed to be in some generic region, in this case, denoted by ‘GR1. Listing 6.2 shows

the inferred regions by the Cyclone compiler for this program.
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Listing 6.2: Cyclone program from Listing 6.1 with inferred regions by the compiler
int *‘H id(int *‘GR1 x) {
return Xx;
}
To fix the code, the programmer must explicitly annotate the regions in order to connect the argument

type with the return type, as demonstrated in Listing 6.3.

Listing 6.3: Cyclone program from Listing 6.1 with explicit region annotations

int *‘r id(int *‘r x) {
return x;

}

6.2 Automatic Language Lifting

Language lifting refers to the process of translating a program with simpler semantic constructs into
one with more complex ones. Contrary to lowering, which does the reverse process and is commonly
encountered in typical compilers, automatic language lifting requires the translator to infer the relevant
properties about the source program in order to encode those as good as possible in the higher level
language. This is the exact case of translating C++ into idiomatic safe Rust.

CCured [28] is proposed as yet another extension to C’s type system that separates pointer types
according to their usage. Through an equality-based analysis, CCured is able to infer the appropriate
pointer kinds and verify that certain memory errors cannot occur. In case a type cast cannot be statically
proven to be safe, the authors propose that its checking occurs during execution instead, using Run-
Time Type Information (RTTI).

Another approach is presented by 3C [29], a work that further improves on Checked C by leveraging
casts as a way to enforce boundaries between safe and unsafe pointers. It is presented as a semi-
automated process for porting a C program to Checked C through a static analysis that annotates legacy

C pointers as Checked C pointers and that infers array bounds annotations for pointers that require them.

Finally, Emscripten [30] is a compiler from LLVM Intermediate Representation (IR) to idiomatic JavaScript

code with the goal of allowing all languages that compile to LLVM IR to run in the browser. To do so, it
has to overcome various problems related to the reconstruction of high-level abstractions, since these
were lost during the compilation process.

For example, using the Relooper [31] algorithm, Emscripten recreates high-level loop structures from
low-level branching instructions. This is similar to how c2rust handles goto statements in the original C
program in order to convert them into high-level while loops in Rust. Another challenge that stems from
the semantic differences between the source and target languages lies in the conversion of unsigned

arithmetic operations, a problem that both c2rust and cpp2rust deal with as well.
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6.3 Pointer Analysis

Pointer analysis is a static program analysis technique that tries to establish which pointers can point
to which storage locations. More specifically, the single most important piece of information this kind of
analysis aims to obtain consists in knowing, for any given two pointers, whether they alias or not. An
alias happens when two different pointers point, directly or indirectly, to the same storage location. In
general, without any aliasing information about a program, it quickly becomes impossible to produce
useful analysis results, and, consequently, good program optimizations.

Within the context of translating C to Rust, pointer analysis has been used to determine how unsafety
spreads across the Rust program in order to reduce the amount and size of unsafe blocks, as will be
discussed in further detail in Section 6.6. More specifically, in the context of our proposed approach,
this analysis is equally important in order to, for example, disambiguate which Rc<T> smart pointers are
referencing the same storage location.

Andersen [32] presents an iterative fixed-point algorithm based on the transitive closure of a graph
using a subset-based flow-insensitive points-to analysis that scales cubicly in the size of the input pro-
gram. Under this analysis, the points-to set of a pointer p subsumes the points-to sets of all values
assigned to p, regardless of the program’s control flow. Steensgaard [33], on the other hand, presents
a pointer analysis algorithm that operates in almost linear time, but that also introduces imprecision by
performing pointer analysis based on type equality.

Steensgaard’s analysis interprets instructions p := ¢ and ¢ := p the exact same way because the
constraints generated for both these assignments are expressed using mathematical equality, which
is bidirectional. Conversely, Andersen’s analysis distinguishes between these two operations since it
derives ptsto(q) C ptsto(p) and ptsto(p) C ptsto(q), respectively, where ptsto denotes a mapping from
pointers to their points-to sets.

Rust’s type checker bases its analysis on the same principle as Steensgaard’s [34]. Taking this into
consideration is important when designing analyses that aid in the translation of C++ to idiomatic safe
Rust since it may impose an upper boundary on what Rust can verify to be safe. In other words, de-
signing an analysis that is more precise than Rust’s may not be necessarily useful, because, in general,

there’s no guarantee that the produced Rust program can be verified to be safe by the compiler.

6.4 Escape Analysis

Escape analysis is a static program analysis technique for tracking the flow of data in order to determine
if a reference to an object escapes the scope in which it was created. In case the object does not escape,
it means that its usage is confined to the local scope, such as the current function or block, and, thus,

its allocation may happen directly in the current stack frame. On the other hand, if the object escapes,
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meaning that it can be accessed outside its defining scope, the compiler must allocate it on the heap to
ensure it lives long enough.

Several optimizations can be performed if the compiler knows that the lifetime of certain objects is
bounded by a stack frame. These include the aforementioned stack allocation of objects, dead-store
removal or even thread synchronization elimination. Escape analysis’s typical use case of shifting heap
allocations to stack is similar to what we aim to achieve when optimizing code produced by cpp2rust’s
reference counting model by decreasing its reliance on the Rc<T> smart pointer.

Gay et al. [35] propose an interprocedural escape analysis algorithm for Java that is linear in the
size of the programs plus the size of the static CG. The authors define a fresh method as a method that
returns an object created during its execution and a fresh variable as a variable whose defining statement
either directly creates an object or calls a fresh method. For each fresh variable in the program, the
analysis must compute two boolean properties: escaped(v), that is true if the variable holds references
that may escape, and returned(v), that is true if the variable holds references that are returned from the
method in which v was defined.

Each statement in the program imposes boolean implication constraints over these properties and the
minimal solution to these constraints is found by initializing all properties to be false and updating them
as more constraints are added. This is possible because the properties’ values change monotonically,
meaning that a property that is true will never become false as more constraints are added. Furthermore,
the analysis is not field-sensitive since references assigned to a field are always assumed to possibly
escape from the method in which the assignment occurs.

In the particular case where objects are created in a loop, the analysis needs to guarantee that ob-
jects from different loop iterations do not have overlapping lifetimes, such that the same memory region
can be reused for different objects. The suggested stack allocation transformations place around 10%
to 20% of all allocated objects on the stack, yielding execution time improvements of 5% to 10%. These
performance gains are, typically, a result of the reduced garbage collection overhead and improved data
locality.

Choi et al. [36] take a different approach by introducing the concept of connection graph in order to
capture the connectivity relationship between heap allocated objects and their references. In this work
the authors propose an interprocedural analysis that identifies non-escaping Java objects by performing
a reachability pass on this graph with both flow-sensitive and flow-insensitive versions. Definition 6.4.1

formalizes the connection graph.

Definition 6.4.1 (Connection Graph). A connection graph is a directed graph CG = (N, E) = (N, U
N,UN;UNy, E.UEgU Ey), where:

* N,: Set of objects

» N,.: Set of references
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* N,: Set of static fields
+ Njy: Set of non-static fields
+ E,: Set of points-to edges, such that: « - y € B, = z € N,UN; UN,; Ay € N,.

» I, Set of deferred edges, such that: « - y € E; = z,y € N, UNyUN,.

E;: Set of field edges, such that: + -y € Ey = z € N, Ay € Ny UN,.

In this definition, F, is used to model assignments that copy references from one variable to another
and is meant to defer computations during connection graph construction, thus helping in reducing the
number of graph updates needed during the analysis.

The authors also define an escapement lattice = consisting of three elements: GlobalEscape(Ll) <
ArgEscape < NoEscape(T). Where Global Escape means that the object escapes globally and can be
accessed by other threads, ArgFEscape, with respect to a method, means that the object escapes the
method via its arguments, but does not escape the thread in which it was created, and NoFEscape means
that the object does not escape the method in any way.

For each node n € N, the analysis associates an escape state from 7. The initial state for each node
in Ny is Global Escape, whereas the initial state for each of the remaining nodes is NoEscape. For a
given connection graph C'G of method M, if an object O in CG can be reached from any node whose
escape state is not NoEscape, then O must also escape M.

Upon the completion of the analysis, all objects that are marked as NoFE'scape can be allocated in
the stack frame of the method in which they are created. Using this approach the percentage of objects
that may be allocated on the stack exceeds 70% of all dynamically created objects in three out of the
ten benchmarks used for evaluation, with an overall median of 19%. Furthermore, the overall execution

time reduction ranges from 2% to 23%.

6.5 Syntactic C to Rust Translations

There have been multiple attempts at automating the translation process from C code to Rust, such as
Citrus," Corrode,” and c2rust.® These tools approach the translation process using a purely syntactic
analysis that targets unsafe Rust in order to avoid having to perform static program analyses that infer
ownership and borrowing information from the original C program.

Among these tools c2rust stands out as an industrial C to Rust transpiler whose key strength lies in

its ability to guarantee the original program’s semantics by converting complex C idioms and patterns,

Thttps://gitlab.com/citrus-rs/citrus/
2https://github.com/jameysharp/corrode
Shttps://github.com/immunant/c2rust
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such as pointers, structs, and memory management, into their unsafe Rust counterparts with precision.
Besides the transpiler itself, this project also provides refactoring and cross-checking tools that aid the
developer in iteratively improving the quality of the produced Rust code while still guaranteeing a high

degree of confidence that the original program’s semantics are being preserved.

A more recent approach was proposed by cpp2rust [13], a transpiler that improves upon previous
works by being capable of translating modern C++ language features and by offering multiple translation
models that the developer can choose from, according to their needs and assumptions. All of cpp2rust’s
models divide their translation efforts into three primary C++ types: data type T, such as built-in types,
constant arrays, structs and classes; pointer type Tx; and reference type T&. We will briefly discuss how

each of the proposed models handles these different types.

The safe model is cpp2rust’s most optimistic translation approach since it converts C++ pointer and
reference types into Rust’s safe references. Because of the overly optimistic nature of this translation, it
is possible for the translated program to not compile, in case the original C++ program does not respect
Rust’s strict borrowing rules. Moreover, another major issue associated with this particular model is its
lack of support for pointer arithmetic, a common C++ idiom that cannot be directly encoded into safe

references.

The naive model is similar to the safe one with the exception that it downgrades C++ pointers from
a safe Option<&mut T> into Rust’s pointers *mut T, which are further qualified with const or mut ac-
cording to the original C++ pointee type. Since dereferencing pointers is considered unsafe in Rust, the
naive model inevitably needs to introduce the unsafe keyword in functions where it is required. Despite
this model achieving greater interoperability, in particular, in regard to pointer arithmetic, it is still not

guaranteed that the yielded Rust program will be able to compile without any manual intervention.

The unsafe model, on the other hand, guarantees a fully automated translation process by further
downgrading C++ references into pointers *mut T. Contrary to C++ pointers, in this model, references
are never qualified with the initial mut keyword. Making this explicit distinction encodes that C++ refer-
ences cannot be rebound in Rust and preserves the original program’s semantics. By only relying on
this type of pointers, this model is able to completely bypass the borrow checker, making it possible for

memory errors to be ported into the Rust program.

This model is cpp2rust’s closest equivalent to c2rust’s translation approach, and it is still the best
choice that cpp2rust offers for translating C++ programs to Rust. This is because it produces highly
efficient and interoperable Rust programs, given the close semantics between the C++ types and their

chosen counterparts.

However, because of the prevalent usage of unsafe blocks, this model’s benefits come at the cost
of losing Rust’s safety guarantees, one of the main reasons why porting C++ programs to Rust was

appealing in the first place. In an attempt to address this, cpp2rust proposes the reference counting
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model as a novel way to automatically translate C++ to Rust. This model pessimistically converts C++
code into safe Rust without requiring any manual effort, by leveraging Rc<T> and Weak<T> to check
lifetimes dynamically and inner mutability primitives, such as RefCe11<T>, to check the borrowing rules.

Contrary to the other aforementioned translation models offered by cpp2rust, the reference counting
model incurs in performance overheads that noticeably impact the translated program’s performance.
Moreover, the type signatures introduced by this model rapidly become deeply nested and, conse-

quently, overly verbose and complex, impacting the readability of the translated code.

6.6 Translating Unsafe Rust to Safer Rust

There have been multiple works that build on top of c2rust’s output in order to automatically transform
the unsafe Rust code into safer Rust. Beyond the multiple approaches that have been proposed by
these works, some have also contributed with insights into the sources of unsafety in Rust programs
translated from C. In this section, we briefly discuss the most relevant works in this research branch.

CRustS [37], through several ad-hoc rules, applies transformations to the Rust AST in order to re-
move superfluous unsafe annotations generated by c2rust. According to the authors’ assessment, 95%
of functions are turned safe. However, an important aspect to note is that, in Rust, a function labeled as
safe may still invoke functions that, either directly or indirectly, call unsafe code. Because of this, since
this tool does not attempt to directly fix the unsafe operations themselves, it is possible that the original
Rust program’s unsafety is simply being shifted around in a way that minimizes the usage of the unsafe
keyword in function signatures.

The work presented by Emre et al. [38] classifies the unsafety that is present in Rust programs trans-
lated from C by c2rust. They find that pointer dereferences account for most of the unsafety present in
the translated programs. Furthermore, the authors also propose Laertes, a tool that is capable of auto-
matically reducing unsafety in translated Rust programs. This tool takes as input the code produced by
c2rust, as well as the semantic rules from Oxide [39], and, by iteratively querying the Rust compiler and
resolving the resulting errors, automatically infers ownership and lifetime information for a subset of the
raw pointers present in the program. More specifically, this subset is composed of pointers whose un-
safety is caused exclusively by a lack of ownership and lifetime information, excluding pointers involved
in arithmetic, unsafe casts, and other confounding sources of unsafety.

Laertes begins with an optimistic view of pointers by assuming that: all pointers can be converted to
safe references, all references involve borrowing, and that every lifetime in function and type signatures
is independent of all others. After performing an initial translation of the program, Laertes queries the
Rust compiler to find out which assumptions were incorrect. For each error that the compiler produces,

it generates the necessary fixes to the program and updates its model of assumptions accordingly.
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In order to fix the errors generated by the Rust compiler, Laertes applies heuristic rules that de-
termine whether pointers should be converted to Box<T> or left unchanged. Then, to propagate the
program transformations needed to resolve such errors, it uses a taint analysis that spreads unsafety
in Steensgard-style and ownership information in Andersen-style. This process is repeated until the
program finally type checks which, in the worst case scenario, means that all the raw pointers remain
untouched.

In a later work, Emre et al. [34] study the effectiveness of existing techniques for automatically trans-
lating unsafe pointers into safe Rust references. They find that existing state-of-the-art translation meth-
ods are severely limited by a lack of precision in the Rust compiler’s safety checker, causing many safe
pointer manipulations to be labeled as potentially unsafe. More specifically, they show that a major-
ity of the pointers tackled by Laertes turns out to be a very small percentage of the total number of
pointers present in typical Rust programs translated form C and, besides that, that this subset is not
representative of the whole.

In this work the authors attempt to answer the question of how well ownership and lifetime information
can be inferred for all pointers, rather than just the small subset that Laertes can handle. To do so, the
authors introduce pseudo-safety, a technique that consists in rewriting unsafe pointers with proxies that
preserve the static pointer relationships relevant to Rust’s type and borrow checkers, but that do not
preserve the run-time behavior of the program itself. By benchmarking Laertes on the pseudo-safe
programs, the authors claim that the number of pointer declarations eligible for transformation increases
by a factor of 10.5, on average. However, only 12% of these pointer declarations can actually be made
safe. This means that even if all other sources of unsafety can be removed from the programs, Laertes
is still unable to infer ownership and lifetime information for the vast majority of pointers.

Moreover, because the baseline Rust type checking algorithm is equivalent to a Steensgard-style,
field-based, context-insensitive pointer analysis, the authors also investigate the effects of going beyond
an equality-based analysis for modelling the type checker. To test this hypothesis, the authors implement
different analyses built on top of the Interprocedural Static Value-Flow (SVF) [40] framework.

Since SVF analyzes LLVM IR, the Rust programs are first compiled to this intermediate represen-
tation with all optimizations and overflow checks disabled, in order to get a program that is as close as
possible to Rust’s High-level Intermediate Representation (HIR).* Then, this IR is fed into SVF which
builds a data flow graph containing all top-level pointers. The authors implement several analyses that

build on top of each other, each one adding more precision:

4https://rustc-dev-guide.rust-lang.org/hir.html
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1. A field-based, equality-based, context-insensitive analysis, as a baseline model of Rust’s type

checker. This produces an undirected data-flow graph with all nodes that access the same field

merged.

2. A field-sensitive, equality-based, context-insensitive analysis. This produces a similar data flow

graph with the difference that field accesses are not merged.

3. A field-sensitive, subset-based, context-insensitive analysis. This adds directionality to the data

flow graph.

4. Afield-sensitive, subset-based, context-sensitive analysis. This analysis uses pairs of call contexts

and program locations as nodes in the data flow graph.

The authors find that, on average, with analyses 1 and 2, around 90% of the pointers can affect
almost all pointers. With analysis 3, a sudden drop in the number of pointers affected is observed, with
only 10% of the pointers being able to affect more than 80% of the pointers in the program. Finally, with
analysis 4, only 2% of the pointers can affect more than half of all the pointers. The jump from analysis 2
to 3 is the most significant one and shows that going from equality-based to subset-based analysis is
enough to prevent the spread of unsafety in most cases.

Crown [41] is another work that performs an ownership analysis of pointers that is both efficient and
precise. This tool applies various static analyses on Rust’s Mid-level Intermediate Representation (MIR)®
in order to infer ownership, mutability and fatness properties which are later used for pointer retyping. For
instance, an owning, non-array pointer can be safely retyped to Box<T>. Fatness information, however,
is exclusively used to prevent the retyping of array pointers, since no attempt is made to translate such
cases in this work.

Regarding the ownership analysis in particular, Crown generates a set of ownership constraints
which are then solved by Z3, © a Satisfiability Modulo Theories (SMT) solver. This analysis is both
flow and field sensitive, allowing it to infer ownership information for pointer struct fields. To satisfy field
sensitivity, Crown tracks ownership information across different access paths.

An access path represents a memory location by the way it is accessed from a base variable and,
thus, is defined by the base variable itself and the sequence of field selection operators. In its essence,
Crown’s ownership analysis associates an ownership variable O,, with each access path p. Each own-
ership variable can take value 1, if the corresponding access path is owning, or 0, if it is non-owning.
The main challenge for inferring access path ownership information is that it necessarily implies disam-

biguating aliasing information. Listing 6.4 illustrates this problem.

Listing 6.4: Rust program that illustrates the interaction between ownership and aliasing

Shttps://rustc-dev-guide.rust-lang.org/mir/index.html
bhttps://github.com/Z3Prover/z3
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DO WN -

let p, r, g : *mut Node;
// p, (¥p).nexzt mon-owning
// T owning
// q, (¥q).nexzt owning
(*p) .next = r;
// (*¥p).next must have ownership
Assume that the lines before the assignment, in line 5, allow inferring that q, (*q) .next and r are
owning and that p and (*p) .next are non-owning. Additionally, assume that the lines after this assign-
ment require (xp) .next to be owning because, for example, it is explicitly freed later in the program.
Given this information, an ownership analysis could reasonably infer that an ownership transfer hap-
pens at line 5, without disobeying Rust’s ownership model. However, if we take into account aliasing, a
perfectly valid assumption is that, just before line 5, p and q alias. This implies that (*p) .next and (xq)
.next also alias. However, according to the ownership scheme derived, both (*p) .next and (*q) .next
become owning, which is not allowed by Rust’s ownership model, since each memory object must have
a unigue owner.
In order to avoid this problem, the authors make a strengthening assumption about Rust’s semantics,
called ownership monotonicity. This property states that, along any access path, the ownership values

of pointers can only decrease or stay the same. Definition 6.6.1 formalizes this property.

Definition 6.6.1 (Ownership Monotonicity). Given two access paths p and ¢, if p is a prefix of ¢, then
0, > Oy.

Since ownership monotonicity is stricter than Rust’s ownership model, it may cause the analysis to
potentially reject ownership schemes that would otherwise be accepted by the Rust compiler. The most
significant scenario where this may happen is when a function parameter is passed as a reference. For
such cases, the base variable is non-owning, whereas the pointers reachable from it may be owning.
To avoid this issue, Crown detects such situations and explicitly enables them. Figure 6.1 shows the

constraints generated for the assignment v = w.

vg = base_var(v) wy = base_var(w)
v1 € ap(vg, 1, |v] — 1) wy € ap(wg, 1, |w| —1) wv2 € ap(vo, [v|,k) w2 € ap(wy, |w|, k)
1] = w1 2| = [v] = |w2| = w]
C'=CU{0y, =0A 0y, @ Oyy = Ouy ANOy, = Oyt AN Oy, = Oy }
Crv=w = '

Figure 6.1: Ownership constraint for assignment

The judgement C - v = w = (' denotes the fact that the assignment is analyzed under the set
of constraints C, and generates a new set of constraints C’. Prime notation is used to denote variables

after the assignment. Given a pointer assignment v = w, v; and w; represent the access paths from
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the base variables of v and w that have a maximum length of |v| — 1 and |w| — 1, respectively. Similarly,
vy and wq represent the access paths from vy and wy with minimum length |v| and |w|, and maximum
length k, respectively. Here k is the maximum length of any access path in the program, which is used
to ensure that the constraints are finite and solvable.

The equality O,, ® O,,;, = Ou, is used to capture the possibility of ownership transfer for all access
paths originating at v and w. The last two equalities, O,, = O,; and O,, = O,, denote that these
access paths retain their previous ownership values. To force v to be non-owning before the assignment,
the authors use the constraint O,, = 0. This is due to the fact that, having v» being owning before the
assignment would signal a memory leak in the original C program. Listing 6.5 shows a Rust program

that illustrates this rule in action.

Listing 6.5: Rust program to illustrate the assign rule

P =9; Op=0AN0py ® Oy =OyA
O(*pl).newt =0A O(*pl).newt’ D O(*ql).next’ = O(*ql).nea:t

(*p) .next = (*q).next; Op =Op AOgr = Oy
O(up)next’ = 0N Oepymeat” D O(q).next” = O(xq).newt’

For the assignment in line 1, ownership transfer can happen between p and q, and, therefore, be-
tween (*p) .next and *q.next. For the second assignment, ownership can be transferred between
(*p) .next and (*q) .next while p and q must retain their original ownership values.

The generated ownership constraints are then solved by Z3. If there is no solution, it means that
there is no ownership scheme that simultaneously obeys the Rust ownership model and the ownership
monotonicity property. Because of the complex Rust semantics, the analysis does not formally prove
that a satisfying assignment obeys Rust’'s ownership rules. Instead, it relies on the Rust compiler to
check the generated Rust code.

The median reduction rates achieved by Crown for pointers and pointer uses are 37% and 62%,
respectively. Crown achieves a 100% reduction rate in four of the benchmarks and consistently out-
performs Laertes by a significant degree in most cases. The execution time of the analysis and the
subsequent rewrite of the whole benchmark suite, which contains 0.5 million lines of code, is under 60

seconds, demonstrating that Z3 is a viable choice for solving the generated constraints.

6.7 Automatic fixing of Rust errors

Rust-lancet [42], is a tool that automatically patches ownership-related violations in Rust programs. Al-
though this tool was not designed to address errors in Rust programs translated from C++, its techniques
could be adapted to do so. For example, to fix compilation errors introduced by cpp2rust’s safe or naive

models.
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Rust-lancet takes a Rust program with a compiler error as input and attempts to fix the error through
multiple rounds of code modification. This process continues until the tool either discovers a patch or
reaches a pre-defined limit of rounds. In each round, three possible fixing strategies are attempted and
validated in order to verify whether the modified program can be successfully compiled and whether

each transformation preserves the program’s behavior.

The three strategies employed by Rust-lancet are: owner lookup, reordering, and lattice-based weak-
ening. The owner lookup strategy targets errors where an older owner is used after its ownership has
been moved to a new owner. This is accomplished by substituting the use of the old owner variable
with the new one. The reordering strategy relocates an instruction to a preceding location by identifying
a pair of instructions that violates Rust’s safety rules and relocating the latter instruction immediately
before the former. The rationale behind this strategy is to potentially relocate the instruction that uses a
moved value before the move operation. The lattice-based weakening strategy substitutes an operation
with a high likelihood of causing a violation with another one carrying a lower likelihood. The total order
of the four types of operations considered in this strategy, from the least likely of causing an error to the

most likely one, is: clone C & C &mut C move.

Since fixing the program error doesn’t simply end with passing the compiler’s checks, in order to
ensure that the modified program behaves the same as the original, a comparison of their behaviors is
essential. However, this task is challenging as Rust cannot compile the original program, preventing the

tool from generating an executable and comparing its behavior with the modified version.

To address this issue, the authors define mental semantics to model the intentions of the program-
mers when coding in Rust. These semantics soften the constraints imposed by the compiler by avoiding
dropping any values, allowing values to be associated to multiple owners, and allowing mutable refer-
ences to the same object to coexist. The tool first computes the conditions under which the program’s
behavior remains unchanged after the patch is applied and instruments an assertion and other relevant
code to examine this condition. Then, it performs symbolic execution to validate whether the inserted as-
sertion holds true for all paths. If the code modification maintains the original semantics, it is preserved

for subsequent steps.

Rust-lancet interfaces with the compiler by passing the --error-format=json parameter when com-
piling the code such that a JavaScript Object Notation (JSON) file containing all the error messages
encountered during compilation is created. The tool analyzes the file to look for specific kinds of errors
and uses the reported line numbers in order to locate the faulty AST nodes. The authors evaluated the
tool on 160 safety-rule violations and compared it with the Rust compiler and six other Large Language
Model (LLM)-based techniques. Lancet patches 102 violations under optimal settings, addressing 57
more than the Rust compiler itself and 18 more than the best LLM-based techniques. Moreover, the tool

does not generate any wrong patches whereas all baseline techniques exhibit some false positives.
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6.8 LLM-based Approaches

VERT [43] is a recent work that aims to bridge the gap between the two main state-of-the-art transpilation
approaches: rule-based and LLM-based. While rule-based approaches can produce verifiably correct
transpilations, they often produce unreadable Rust code. On the other hand, LLM-based approaches
are better at producing readable, maintainable, and safer code, but do not provide any correctness
guarantees. VERT benefits from the best of both worlds: it is capable of producing readable, idiomatic
Rust transpilations that are generated by a LLM but with formal correctness assurances. The only
prerequisite that this tool needs is a Web Assembly’ compiler for the source language which, for most
major languages, is widely available.

VERT produces an initial oracle Rust program through a compile-then-lift approach by using the
Web Assembly compiler for the source language and rWasm?® to lift the generated intermediate web
assembly program into Rust. This produces a Rust program that looks like assembly rather than a
high-level language, but that is equivalent to the original one by construction. Next, the tool uses a LLM
to produce a candidate Rust transpilation of the source program. This candidate program is far more
readable but may suffer from some implementation errors, ranging from syntax errors to logic mistakes.

The tool then enters an iterative repair and verify process in which it fixes any compilation errors by
applying a combination of hand-crafted rules and, if necessary, by re-prompting the LLM to re-transpile
the source program. This process is repeated until the program successfully compiles. Once a gen-
erated Rust program is accepted by the compiler, the tool attempts to verify the equivalence of both
programs in three stages with increasing guarantees: property-based testing, bounded model checking,
and unbounded model checking. If this verification step succeeds, the resulting translation is outputted;
otherwise, the tool re-prompts the LLM to transpile the program once again.

The authors evaluate VERT by transpiling a suite of 1,394 programs written in C, C++, and Go,
taken from competitive programming benchmarks. Their results show that VERT greatly improves the
LLM’s ability to generate correct transpilations. When paired with Claude, ° VERT is able to verify
54% of programs using property-based testing and 42% using bounded model-checking. However,
these first two phases do not provide any exhaustive guarantees: the quality of property-based testing
depends heavily on the generated inputs and bounded verification may miss bugs or divergences in
both programs if they occur beyond the loop unwinding bound. Full unbounded verification provides

exhaustive guarantees, but few programs actually reach that stage due to performance constraints.

"https://webassembly.org/
8https://github.com/secure-foundations/rWasm/
Shttps://claude.ai/
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This thesis presents an improved reference counting model for translating C++ programs to Rust
that generates more efficient code and that resembles the original C++ code more closely. This new
translation approach is more amenable to optimizations while still maintaining both the safety and ex-
pressiveness guarantees of the previous version. Additionally, we present the design and implementa-
tion of three optimization passes aimed at enhancing the performance of Rust programs translated from
C++. These optimization techniques are both robust and efficient, making them suitable to be used by
developers in a continuous feedback loop to progressively improve their code performance and quality.

Both the optimization passes and the translation approach modifications were evaluated on a set
of microbenchmarks, with the optimization passes being further evaluated on a real-world application,
the WOFF2 font compression library. The results show that both these efforts successfully reduce the
performance gap between the safe Rust translation and its unsafe Rust counterpart. Specifically, the
translation approach modifications are able to consistently reduce the performance gap across most mi-
crobenchmarks, reaching up to 6.4x speedup in some cases. The optimization passes, on the other

hand, see more varied results, with some microbenchmarks showing significant improvements and
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others showing little to no change. However, when applied to the WOFF2 application, the optimized
programs are able to achieve up to 24% performance improvement over the unoptimized versions.

In conclusion, this work is a step forward in the direction of making automatic C++ to safe Rust trans-
lation a practical option for developers. The optimization passes and translation approach modifications
introduced here provide a foundation for further research in this field. However, it is important to note
that the design space for automatic translations from C++ to Rust is broad, with no single best approach.
Achieving the best performance requires a careful balance between safety and expressiveness, and the

optimal solution may vary depending on the specific requirements of the application being translated.

7.1 Future Work

There are several potential directions for future work to build on the current research. The most pressing
and immediate task is to complete the implementation of the new translation model, as proposed in
Section 3.3. Although this approach is the first contribution presented in this thesis document, its im-
plementation was started later in the development process and, due to time constraints, it could not be
fully finished. Completing this work would enable a more comprehensive evaluation of the new model’'s
performance, including its effectiveness when applied to larger, real-world applications.

Regarding the optimization passes, one possible future direction is to implement field-sensitivity,
which would increase their precision and potentially lead to greater performance improvements in the
translated Rust programs. Another area of exploration is extending the presented interprocedural anal-
ysis to the new translation model, as it now requires a separate pass to upgrade Ptr<T> variables that
do not involve pointer arithmetic and are known to not be null into Weak<RefCel1<T>>. Moreover, pointer
casting remains a challenge due to its inherent unsafety. Further research could focus on refining the
translation approach to handle casting in a reasonably safe manner with minimal performance overhead.

Finally, with the recent rise of LLMs, exploring how these models can be leveraged to enhance the
performance of translated Rust programs while still ensuring formal correctness guarantees presents
an exciting avenue for future research. LLMs could be used, for example, to provide direction on which
optimization passes to apply next, based on the specific characteristics of the translated code, as well

as to directly generate more efficient Rust code from the initial translation.
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