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ABSTRACT: Performance-Based Design (PBD) helps architects shift towards a more environmentally-conscious 
design process. To take advantage of this paradigm, the performance of multiple design variants must be 
evaluated and compared. However, due to its repetitive and tiresome nature, architects feel discouraged to use 
such an approach.  In this context, to promote optima-oriented strategies, PBD approaches can be 
complemented with optimization processes that automatically evaluate design variants to find the best-
performing ones. Unfortunately, building performance evaluations typically require simulations, which tend to 
be very time-consuming. Moreover, architectural projects often require the assessment of multiple performance 
criteria, drastically increasing the complexity of the optimization problem and the number of evaluations 
required. Additionally, as no optimization algorithm consistently outperforms all the others, each design 
optimization problem requires testing multiple algorithms to identify the best one(s). This paper proposes a 
parallelized approach to multi-objective optimization that reduces the time needed to test multiple algorithms 
by more than one order of magnitude, thus addressing the time-sensitiveness of architectural projects while 
promoting more efficient PBD approaches. We evaluate the proposed approach in the optimization of the 
daylight performance and material cost of an exhibition space by comparing different optimization algorithms in 
a parallelized and non-parallelized scenario. 
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1. INTRODUCTION  
Architecture is currently adopting more 

environmentally-aware design processes, using 
building performance as a guiding principle. In this 
context, a new paradigm, known as Performance-
Based Design (PBD) has emerged [1]. In PBD, 
architects resort to analysis tools from early stages to 
help them make more informed and performance-
oriented decisions. Unfortunately, in order to more 
efficiently take advantage of PBD, architects have the 
tiresome task of evaluating and comparing a wide 
range of design alternatives. Additionally, it is difficult 
to know a priori which changes improve the overall 
building performance the most, especially when 
considering multiple performance objectives 
simultaneously. In this perspective, it becomes 
natural to complement PBD approaches with 
optimization to automate the process of searching for 
better performing design alternatives while 
simultaneously promoting more efficient and optima-
oriented strategies. 

Nevertheless, despite the many advantages an 
optimization process can bring to the architectural 
field [2, 3, 4, 5, 6], architects still have to deal with 
the computational cost of building performance 
evaluations. In general, these require 
computationally-intensive simulations and, 
depending on the complexity of the design, can lead 
to very time-consuming processes. Naturally, this 
becomes much more problematic when architects 

intend to conduct an optimization process that either 
(1) requires a wide range of design variants to be 
evaluated, (2) addresses multiple performance 
objectives, or (3) tests different optimization 
algorithms. 

This paper addresses the computational cost and 
time-complexity of Multi-Objective Optimization 
(MOO) problems, by proposing a parallelized 
optimization approach. To test the proposed 
methodology and to further contribute to the existing 
literature on architectural MOO, the performance of 
a wide range of optimization algorithms, from 
metaheuristics to model-based ones, is tested and 
compared. These studies were conducted in the 
context of an exhibition space that had to be 
optimized in terms of its daylight performance and 
material cost. 
 
2. MULTI-OBJECTIVE OPTIMIZATION 

In the architectural field, optimization problems 
rarely seek to contemplate only one performance 
objective. In fact, these are usually complex problems 
comprising different objectives that need to be 
addressed simultaneously [3, 6, 7]. Additionally, if the 
objectives conflict with each other, it becomes even 
more challenging to discern the quality of each 
solution. Considering this, MOO problems are much 
more difficult to solve, when compared to single-
objective ones, and require considerable 
computational resources. This is especially evident in 



 

the architectural context since the information 
needed for the optimization processes often come 
from analysis tools, which are already 
computationally expensive and time-consuming on 
their own. 

One possible and more straightforward solution 
to deal with MOO problems is to combine all the 
objectives in a single weighted function and then 
solve the MOO problem as if it was a single-objective 
one. However, this approach only informs the 
architect about the best performing solution and fails 
to address the trade-offs between the different 
objectives, forcing the architect to decide in advance 
the degree of importance each objective has in the 
overall building performance.  

Contrarily, the Pareto optimization [7] method 
treats the objectives as equally important during the 
optimization process, resulting in a set of optimal 
solutions that represent the trade-offs between the 
different objectives. These optimal solutions, also 
named non-dominated solutions, represent the 
situations where it is impossible to improve one of 
the objectives without harming another one, hence, 
dominating the other solutions. In these cases, the 
final decision regarding the best solution is in the 
architect’s hands, who, after evaluating and 
comparing the optimal solutions found, considers the 
trade-offs made and selects the solution to be 
implemented. 

 
3.  OPTIMIZATION ALGORITHMS FOR ARCHITECTURE 

When addressing architectural optimization 
problems, the objectives are frequently described, 
not through analytical functions but, instead, through 
simulations performed by analysis tools. As a result, it 
is difficult to extract information about the objective 
function, such as the slope, that could guide the 
optimization process. This means that derivative-free 
algorithms are more suitable to help architects 
optimize their design problems [8]. 

Derivative-free optimization algorithms can be 
sub-divided into three classes: (1) metaheuristics, 
which are inspired by natural selection and swarm 
behaviours, meaning these algorithms frequently 
work with populations that are updated in each 
iteration; (2) direct-search methods, which use 
deterministic methods to consecutively evaluate 
design solutions;  and (3) model-based algorithms, 
which, based on previous evaluation results, 
approximate the unknown objective functions, 
refining the approximations at each iteration. 

Despite the variety of optimization algorithms 
suitable to solve architectural design problems, the 
field seems to prefer metaheuristics. In fact, the 
majority of optimization tools available to architects 
focuses only on a sub-class of metaheuristics – the 
evolutionary algorithms, such as genetic ones [2, 3, 

5]. Examples of tools that fall under this category are 
Galapagos, Optimo, Octopus, and Wallacei. Only 
recently have new tools, supporting other classes of 
algorithms, started to emerge. For instance, 
Silvereye, while still being based on metaheuristics, 
provides particle-swarm optimization algorithms. 
Additionally, there are already a few tools supporting 
direct-search and/or model-based algorithms, such as 
Goat and Opossum. 

Finally, despite the increasing availability of 
optimization tools, not all of them support MOO, 
thus, failing to properly address the reality of 
architectural projects. From the tools presented 
previously, Optimo, Octopus, Wallacei, and, more 
recently, Opossum, are the ones that can solve MOO 
problems. 

 
4. PARALLELIZING THE OPTIMIZATION PROCESS 

Architectural simulations require computationally-
intensive processes that, depending on the 
complexity of the design, can take from several 
seconds to minutes, or even hours to complete. This 
means that a single optimization process can take 
from several days to several weeks. 

One could expect that faster hardware would 
speed up this process but, nowadays, that is an 
unrealistic expectation. In fact, instead of having 
faster processors, the trend is to have more 
processors. As a result, instead of faster simulations, 
we might mitigate the time complexity of the 
optimization by having several computations running 
concurrently - a strategy known as parallelization. 

In the context of this research, we considered 
three different approaches to parallelization that can 
be applied to architectural optimization: 

(1) Parallelization of algorithm selection.  
In this approach, a different CPU thread is 
assigned to each optimization algorithm, 
allowing the simultaneous execution of as 
many optimization algorithms as the hardware 
allows. This approach is more relevant in initial 
phases of the architectural project when the 
architect intends to test different optimization 
algorithms to see which one is more promising 
for that specific project.  

(2) Parallelization of multiple simulations.  
In this strategy, during the optimization 
process, different solutions are generated and 
simulated in different CPU threads, reducing 
the time needed to evaluate a set of solutions.  
Population-based algorithms benefit from this 
type of parallelization, in particular, genetic 
algorithms [9, 10]. 

(3) Parallelization of the simulation.  
In this strategy, different parts of a simulation 
are distributed to different CPU threads. Not 
all simulations can benefit from parallelization 



 

but some, such as lighting simulation, are 
embarrassingly parallelizable, as demonstrated 
by Accelerad, a parallelized version of 
Radiance [11].  

 
5. EVALUATION AND RESULTS 

As was described in section 3, there is a wide 
range of MOO algorithms for architects to choose 
from. However, most practitioners keep resorting to 
the same genetic algorithm to address all their 
architectural optimization problems. This contrasts 
with recent literature, which corroborates Wolpert’s 
No Free Lunch Theorem [12], demonstrating that no 
single algorithm, or even class of algorithms, 
constantly outperforms all others in all problems [2, 
8, 13]. For this reason, at initial design stages, 
architects that intend to integrate optimization 
approaches in their design process should test and 
compare multiple algorithms to understand which 
one(s) better suit(s) their design problem. 
Unfortunately, sequentially testing multiple 
algorithms can take weeks and is, therefore, 
impractical. 

In this paper, we address this problem by 
resorting to the first parallelization technique 
presented in the previous section: parallelization of 
the algorithm selection. In the implemented solution, 
the testing of optimization algorithms was 
parallelized to use as many execution threads as the 
CPU can run simultaneously. This drastically reduces 
the time needed to experiment with multiple 
optimization algorithms. 

To evaluate the implemented solution, multiple 
algorithms were tested and compared in the context 
of a MOO problem. Additionally, the proposed 
parallelized approach was also compared with the 
non-parallelized one to measure the speedup. The 
following sections present the results obtained, as 
well as the case study and the definition of the 
optimization problem. 

 
5.1 Case Study 

At the time we conducted this research, we had 
the opportunity to collaborate in the renovation of 
the Black Pavilion of the Pimenta Palace Museum, in 
Lisbon, Portugal. The architects were particularly 
interested in improving the lighting of a space for 
temporary art exhibitions. To that end, they designed 
a set of conic skylights to balance the amount of 
daylight entering the exhibition space, while reducing 
the need for artificial lighting and, thus, the overall 
energy consumption over time. Simultaneously, 
budget concerns associated with the intervention 
forced them to also consider the material costs 
associated with the construction of the skylights. Fig. 
1 shows a rendered image of the space with the 
skylights already in place. 

 
Figure 1: Rendered image of the exhibition area of the Black 
Pavilion. 
 

5.2 Optimization Objectives and Variables 
The research was conducted in the context of a 

MOO problem considering two objectives: (1) the 
maximization of the Spatial Useful Daylight 
Illuminance (sUDI) [14, 15], evaluated through the 
Radiance simulation tool [16], and (2) the 
minimization of the skylight material cost, computed 
using an analytical function that approximated the 
actual cost based on the skylight’s dimensions and 
materials. 

For the optimization, the design of the conic-
shaped skylights was parametrized regarding the 
skylights’ top and bottom radiuses, the number of 
skylights, and the glazed material used. These, along 
with the material applied to the existing curtain-wall, 
were the only elements the architects allowed us to 
change in order to affect the building performance, 
making these the variables of our MOO problem. 
Regarding the materials, we opted for translucent 
panels with different total transmission. Translucent 
materials can evenly diffuse the sunlight, avoiding 
situations that cause visual discomfort and, therefore, 
are a good option to incorporate daylight in an 
exhibition space. 
  
5.3 Optimization Algorithms 

To find out which algorithm, or class of 
algorithms, better handled this specific optimization 
problem, six different algorithms were tested: three 
metaheuristics (SMPSO, NSGAII, SPEA2), and three 
model-based that explore Gaussian processes [17] 
(GPR SMPSO, GPR NSGAII, GPR SPEA2). We excluded 
direct-search algorithms since none of the 
optimization tools available implemented them for 
MOO. Regarding the metaheuristics, a population of 
40 individuals was defined, and 15 iterations were 
performed, resulting in a total of 600 design solutions 
analysed per run. Concerning the model-based, 40 
solutions were used to create the initial 
approximation of the objective functions, leaving the 
remaining 560 to concurrently update and refine the 
initial approximations during the course of the 
optimization. In order to fully understand the 
performance of each algorithm, they were all given 



 

the same starting point in every run, that is, all 
algorithms started with the same solutions.  
 

5.4 Speedup of the Daylight Analysis Parallelization 
Given the stochastic nature of the algorithms 

tested, to minimize randomization effects we decided 
to perform 3 runs for each algorithm and average the 
results, thus ensuring a fairer comparison. Since we 
decided to test 6 different algorithms, this means 
that, in total, 18 optimization processes were 
executed. 

All these processes were performed in a computer 
with two Intel(R) Xeon(R) CPUs E5-2670 0 @ 2.60GHz, 
totalling 16 cores and 32 threads. Under these 
conditions, a single daylight analysis takes at most 9 
minutes. 

Table 1 shows the memory requirements and the 
time it took to complete all the optimization 
processes, including both the non-parallelized and 
the implemented parallelized approach.  
 

Table 1: Memory requirements and time spent in the 
optimization processes. 
 

Parallelized RAM Time 

No 620 MB 35 days and 4 hours 

Yes 11 160 MB 3 days and 15 hours 

 
According to Table 1, we obtained a speedup 

factor of 9.7 in the time needed to run multiple 
processes. The parallelized approach took less than 
four days to run all optimization processes, versus the 
more than one month necessary for the non-
parallelized one. At the same time, the memory 
requirements of the parallelized version, despite 
growing linearly with the number of simultaneous 
processes, are still within the available RAM. As long 
as the physical memory available is sufficient, this 
makes for a more efficient use of the hardware 
resources. 

Given the substantial improvement that 
parallelization makes in the time architects need to 
wait for the optimization results, it may represent the 
difference between using optimization techniques in 
architecture or not. Additionally, it encourages 
architects that already use optimization to test a 
range of algorithms instead of always using the same 
one. This approach promotes a more optima-oriented 
strategy, allowing architects to identify the most 
promising algorithm for a specific problem at initial 
design stages, and then confidently resort to that one 
during the rest of the design process. 
 
5.5 Pareto Optimization Results 

The results of the Black Pavilion MOO are shown 
in Fig. 2, where a single Pareto front per algorithm is 
represented. This front contains the optimal solutions 

found by each algorithm during the 3 runs. Moreover, 
the image also shows a Combined Pareto Front (CPF), 
that was formed considering all evaluated solutions. 
The goal of this front is to approximate the true 
Pareto front, which is unknown, and thus serves as a 
comparison metric between algorithms. 

One of the advantages of MOO is that it provides 
not just one solution but, instead, a range of optimal 
design alternatives representing the trade-offs 
between the objectives. To help architects decide on 
the preferred solution, it is useful to be able to 
quickly visualize the corresponding designs, as 
illustrated in Fig. 2. On the other hand, just by 
analysing the Pareto front, it is not easy to see the 
impact each variable has on the overall performance. 
To that end, more complex visualization strategies 
might be needed [9, 18]. The visualization in Fig. 2, 
however, is sufficient to compare the performance of 
the optimization algorithms studied. 

According to the results shown in the plot, the 
algorithms that better approximate the CPF are the 
metaheuristics algorithms SMPSO and NSGAII. These 
algorithms found the majority of the solutions that 
form the CPF. Nevertheless, SMPSO did not efficiently 
explore the bottom region of the solution space, not 
having found optimal solutions with a cost inferior to 
11 500 €. On the other hand, NSGAII focused on that 
precise region, while still exploring some solutions on 
the upper region of the solution space. The algorithm 
that presented the worst approximation to the CPF 
was SPEA2, which explored a rather extensive area of 
the solution space but failed to find solutions in the 
CPF. Model-based algorithms were the ones that 
explored the solution space more broadly, and overall 
had a better approximation to the CPF than SPEA2. 
However, very few solutions found by these 
algorithms belong to the CPF. 

Particularly, for this optimization problem, there 
was not a single algorithm that stood out above all 
others. However, we can analyse their performance 
with regards to two main aspects: (1) diversity of 
solutions, and (2) number of optimal solutions, 
regardless of where they are located in the solution 
space or even if they are close to each other. 
Concerning the former, model-based algorithms 
obtained more diversity in the solutions found and, 
hence, seem like a better option to explore the 
solution space. Regarding the latter classification, 
SMPSO and NSGAII appear to be the ones to choose 
from. Nevertheless, if we were interested in both 
aspects, a possible alternative is to take advantage of 
more than one algorithm for different stages of the 
optimization process. In our case study, we could use 
a model-based algorithm to explore the solution 
space, and then, with the results obtained, hot-start 
another one to approximate the Pareto front. Finally, 
the choice of the most adequate algorithm(s) to use 



 

in later design stages is highly dependent on the 
architect’s goals for the optimization. 

 
6. CONCLUSIONS AND FUTURE WORK 

This research started from the premise that there 
is not a single optimization algorithm that is always 
better than the others for all problems. Thus, at least 
at initial design stages, architects should evaluate and 
compare different ones to identify those that perform 
best according to the specifics of the given problem. 
Unfortunately, depending on the complexity of the 
optimization problem, this can easily become a very 
time-consuming process that may take months to 
complete. Naturally, due to the time-sensitivity of the 
architectural field, it is unrealistic to assume 
architects are willing to wait that long for 
optimization results. Therefore, most architects that 
use Performance-Based Design (PBD) often resort to 
a single optimization algorithm which, frequently, is 
not the best-performing one. 

To address this problem and contribute to 
increase the confidence in the optimization results, 
we implemented a parallelized approach to 

optimization that allows architects to run as many 
algorithms simultaneously as the hardware allows. 
The evaluation of the approach on a real project 
shows that the waiting time decreases substantially. 
We believe that this is an important turning point in 
the promotion of optima-oriented strategies in the 
architectural practice, giving architects the 
opportunity to easily test different algorithms, and 
choose the most adequate one(s) for their particular 
problem, without increasing the time needed for the 
optimization. 

Using the proposed approach, we tested and 
compared six optimization algorithms in the context 
of a Multi-Objective Optimization (MOO) problem: 
three metaheuristics and three model-based. The 
study considered the optimization of the daylight 
performance and the material cost of a set of 
skylights for an exhibition space. The results showed 
that the metaheuristic algorithms, SMPSO and 
NSGAII, found most of the solutions in the Combined 
Pareto Front (CPF). Yet, these algorithms failed to 
widely explore the solution space, having most of 
their non-dominated solutions clustered in the same 

 
Figure 2: Pareto fronts for all the algorithms tested. The Combined Pareto Front (CPF) is formed by the non-dominated 
solutions from all the solutions of all runs. Additionally, three of the solutions that belong to the CPF are represented above. 



 

region of the design space. The other metaheuristic 
algorithm, SPEA2, had the worst performance, failing 
both in finding non-dominated solutions and in 
exploring the design space. Regarding the model-
based algorithms, they explored the solution space 
more extensively than the metaheuristics but found 
very few non-dominated solutions. Lastly, there was 
not a single algorithm whose overall performance 
was better than the others, reinforcing the need for 
architects to not only test multiple optimization 
algorithms but also to parallelize the tests so that 
they do not increase the time spent in optimization. 

Furthermore, since for our case study there was 
no outstanding optimization algorithm, by testing 
multiple ones we produced a more complete Pareto 
front. This allowed us to provide the architects with a 
set of solutions that had better performance than the 
original building design, guiding them towards a more 
sustainable solution.  

In this paper, we only addressed optimization 
processes that resort to daylight and material cost 
simulations, but the approach is directly applicable to 
other types of simulation. In the near future, we plan 
to extend the parallelization approach to other 
simulation tools, for instance, EnergyPlus for energy 
consumption evaluation, and Pachyderm for acoustic 
evaluation. 

Finally, given that the hardware trend is for CPUs 
to support an increasingly larger number of parallel 
threads, we plan to explore the other parallelization 
approaches discussed, namely the parallelization of 
multiple simulations and the parallelization of the 
simulation. We expect the obtained speedups will 
continue to reduce the time needed for the 
optimization of complex designs, motivating 
architects to more frequently apply PBD, thus helping 
with the design of more efficient and more 
sustainable buildings. 
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